
 

 

저 시-비 리- 경 지 2.0 한민  

는 아래  조건  르는 경 에 한하여 게 

l  저 물  복제, 포, 전송, 전시, 공연  송할 수 습니다.  

다 과 같  조건  라야 합니다: 

l 하는,  저 물  나 포  경 ,  저 물에 적 된 허락조건
 명확하게 나타내어야 합니다.  

l 저 터  허가를 면 러한 조건들  적 되지 않습니다.  

저 에 른  리는  내 에 하여 향  지 않습니다. 

것  허락규약(Legal Code)  해하  쉽게 약한 것 니다.  

Disclaimer  

  

  

저 시. 하는 원저 를 시하여야 합니다. 

비 리. 하는  저 물  리 목적  할 수 없습니다. 

경 지. 하는  저 물  개 , 형 또는 가공할 수 없습니다. 

http://creativecommons.org/licenses/by-nc-nd/2.0/kr/legalcode
http://creativecommons.org/licenses/by-nc-nd/2.0/kr/


 

Master’s Thesis 

 

Efficient Occlusion Culling Using 

Depth Warping 

Younguk Kim 

 

 

 

 

Department of Electrical and Computer Engineering 

The Graduate School 

Sungkyunkwan University 

 



 

 

 

Efficient Occlusion Culling Using 

Depth Warping 

Younguk Kim 

 

 

 

 

Department of Electrical and Computer Engineering 

The Graduate School 

Sungkyunkwan University 

 



 

 

Efficient Occlusion Culling Using 

Depth Warping 

Younguk Kim 

A Master's Thesis Submitted to the Department of  

Electrical and Computer Engineering 

and the Graduate School of Sungkyunkwan University 

in partial fulfillment of the requirements  

for the degree of Master of Science in Engineering 

 

October 2015 

Approved by 

Professor Sungkil Lee 
 



 

This certifies that the master's thesis 

of Younguk Kim is approved. 

 

   

  

 

   

 
Dongkun Shin 

 

   

 
Jinkyu Lee 

 

   

 
Major Advisor: Sungkil Lee 

 

   

  

The Graduate School 

Sungkyunkwan University 

December 2015 
 



i 

 

Contents  

List of Tables ·············· ii 

List of Figures ·············· iii 

Abstract ·············· 1 

1. Introduction ·············· 2 

2. Related Work ·············· 5 

3. Algorithm ·············· 7 

3.1 Depth Warping for Occlusion Mapping ·············· 7 

3.2 Hierarchical Occlusion Culling ·············· 14 

4. Improvement of Quality and Performance ·············· 16 

4.1 Occlusion Map Refinement ·············· 16 

4.2 Hybrid Occlusion Query ·············· 18 

4.3 Low-Latency Indirect Batch Rendering ·············· 19 

5. Results ·············· 21 

5.1 Experimental Analysis ·············· 23 

5.2 Comparison with Other Methods ·············· 28 

6. Discussion and Limitations ·············· 32 

7. Conclusion ·············· 34 

References ·············· 35 

Korean Abstract ·············· 38 

   

   
  



ii 

 

List of Tables 

Table 1. Comparison of Culling Accuracy ····· 26 

Table 2. Scalability for different hardware and display resolution ····· 28 

Table 3. Comparison to other methods ····· 29 

   

   

   

   

   

   

   

   

   
 

  



iii 

 

List of Figures 

Fig.1. Overview of Culling Framework ··············· 8 

Fig.2. Warping with Fixed-point Iteration ··············· 11 

Fig.3. Difference of Bounds ··············· 13 

Fig.4. Erosion Refinement ··············· 17 

Fig.5. Rapid Motion Refinement ··············· 18 

Fig.6. Indirect Command Buffers ··············· 20 

Fig.7. Four Test Scenes ··············· 22 

Fig.8. Comparison of Warping Accuracy ··············· 24 

Fig.9. Timing Breakdown ··············· 27 

Fig.10. Comparison of Performance ··············· 30 

   

   

   

   
 

  



1 

 

Abstract 

 

Efficient Occlusion Culling Using Depth Warping 

 

This paper presents a highly-scalable image-based occlusion-culling 

technique for real-time GPU rendering, achieving a five-fold speedup 

compared to the state of the art. This solution warps the depth map of the 

previous frame to produce a hierarchical occlusion estimate. Thus, all 

previously visible objects are considered potential occluders and an occluder 

selection is avoided. This method does not rely on a scene hierarchy, and thus, 

occlusion queries can be issued in batches, which significantly hides latencies. 

Unlike previous GPU solutions, this scales well even for large scenes. Its 

image-based nature leads to more predictable timings, a natural support for 

dynamic scenes, and facilitates the integration into existing engines. 

 

 

 

 

 

 

 

 

 

Keywords: GPU rendering, Occlusion culling, Depth warping  
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Ⅰ. Introduction 

 

 

Using visibility culling is fundamental for real-time rendering. It does not 

degrade image quality and only removes invisible content, which improves 

rendering performance. View frustum culling (VFC) is a simple and efficient 

example, where objects are tested against the frustum independently and 

ignored if they fall outside. Occlusion culling additionally considers objects 

hiding each other, but it is not easy to determine that an object is occluder or 

occludee with only spatial hierarchy. Usually, to determine occlusion, potential 

occluders (i.e. objects close to a camera) are selected and rendered. The 

resulting depth buffer (occlusion map) is used to verify the visibility of the 

remaining objects (occludees). The remaining objects are can be just 

rasterized, but the cost of vertex processing is not low. Although an accuracy 

is not high, for efficiency reasons, simple bounding proxies are tested instead 

of the actual occludees, which is simple conservative bounding proxies. 

Typically, the test uses hardware occlusion queries (HOQs) executed on the 

graphics processing units (GPUs) [Cunniff et al. 2001], which deliver the 

amount of potentially drawn pixels. The rendering process can then be steered 

by reading back the result to the host CPU application. 

Such occlusion culling leads to several problems, reducing its practicality. 

First, choosing potential occluders prior to the actual rendering can require 

metadata, or occluder fusion operations, as well as non-trivial and costly 

computations for high depth/triangular complexity [Luebke and Georges 1995; 
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Wonka et al. 2000]. Coarse heuristics [Klosowski and Sliva 2000; Kubisch and 

Tavenrath 2014] reduce the overhead, but, thus, more objects are falsely 

considered visible. Second, reading back query results leads to latency due to 

the asynchronous GPU threading model. Even for recent HOQs, which 

accelerate the test itself, the latency problem persists.   

Spatiotemporal coherence combined with hierarchical structures and 

testing can reduce the amount of queries. Coherent hierarchical culling (CHC) 

[Bittner et al. 2004] maintains a scene-hierarchy cut (e.g., bounding volume 

hierarchy or KD-trees) to avoid re-testing many objects. CHC++ 

reorganizes query queues and uses tighter bounding boxes [Mattausch et al. 

2008]. Nevertheless, per-object (or small-batch) queries remain necessary 

and cause redundancy, irregular stalls, as well as state changes in the 

rendering pipeline, which reduces performance. Moreover, entanglement of 

culling and rendering makes it difficult to fine-tune and plug the method into 

existing rendering pipelines. Finally, maintaining hierarchical structures for 

dynamic scenes remains challenging.  

This paper presents a scalable low-latency culling technique, relying on a 

conservative and efficient warping of the previous frame's depth buffer. The 

latter is easy to extract or even readily available in deferred-shading 

pipelines. The technique avoids an explicit occluder selection and hierarchies 

to naturally support dynamic scenes. Different from prior work, the decoupling 

of culling and rendering makes this approach practical and easy to integrate 

into existing engines. Further, the image-based nature and the possibility to 

batch-issue occlusion queries make the solution scalable, and this method 
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reaches a comparatively stable cost, which is fundamental for a fluent 

experience. The major contributions can be summarized as:  

 an effective depth-buffer warping solution; 

 a fast hierarchical occlusion query technique; 

 additional acceleration schemes to improve efficiency. 

 

This paper is organized as follows. Some related work is reviewed on 

visibility-culling techniques in section 2. Section 3 proposes new algorithm 

and techniques for depth warping and occlusion culling. For improving quality 

and performance, some advanced techniques are described in section 4. 

Section 5 shows the results of the algorithm and some benchmark. Finally, 

some limitations and conclusion are discussed in section 6 and 7. 
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Ⅱ. Related Work 

 

 

Previous real-time visibility-culling techniques can be broadly categorized 

in geometrical and image-based methods. Besides the aforementioned VFC 

(bounding volumes tested against the frustum), potentially visible sets (PVSs 

[Luebke and Georges 1995; Wonka et al. 2000; Wonka et al. 2001] are 

relevant as a geometric method, and can be considered instant visibility tests. 

However, costly preprocessing is needed, just as for most cell-based 

visibility approaches [Nirenstein et al. 2002; Haumont et al. 2005] (including 

image-based adaptations [Decoret et al. 2003]) or virtual-occluder methods 

[Koltun et al. 2000]. Even with incremental refinements [Klosowski and Silva 

2000], real-time constraints are hardly met for dynamic scenes.  

Image-based approaches, as this approach, rely on a depth buffer or 

occlusion map (only rendering potential occluders). Tests against the 

occlusion map rely on proxies (e.g., bounding boxes or spheres). Accuracy 

depends highly on the occluder choice, but a precise selection is costly and 

heuristics (e.g., the projected area) more appropriate. This method does not 

require occluder/occludee distinctions. It uses all visible elements of the 

previous frame; a near-optimal choice with (almost) perfect occluder fusion 

[Wonka et al. 2000].  

Hierarchical occlusion mapping (HOM) is one of the specialized algorithms 

to efficiently query occlusion maps. It uses a mipmap [Williams 1983], storing 

maximum values. Each pixel represents a power-of-two area, which can be 
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queried instantly [Greene et al. 1993; Zhang et al. 1997]; one can 

conservatively test the stored maximum against the minimum of an occludee 

proxy. N-Buffers [Decoret 2005] produce tighter bounds, but have a 

construction overhead and require more complex tests.  

Hardware-based HOQs [Cunniff et al. 2001] accelerate occlusion tests by 

disabling depth writes and counting the number of fragments that would pass. 

When testing a proxy geometry, few passing pixels imply an almost-hidden 

occludee. The test is relatively efficient, but the read-back costly, especially 

if launched per-object and retrieved directly to update the depth map. Recent 

variants make use of random-access writes of the latest GPU [Kubisch and 

Tavenrath 2014], but large-scale scenes still lead to an over rasterization.  

CHC avoids latency and reduces bounding-proxy overdraw by decreasing 

the amount of queries via a spatial hierarchy [Bittner et al. 2004]. It has been 

improved to integrate hardware-dependent statistics [Guthe et al. 2006], 

better scheduling and tighter bounds (CHC++) [Mattausch et al. 2008], 

outer-hull proxies [Suß et al. 2011], and ray tracing [Mattausch et al. 2015]. 

Despite all advances, combining culling tests and rendering during the scene 

traversal makes them hard to optimize or integrate into existing engines. A 

similar observation holds for multi-GPU solutions [Govindaraju et al. 2003], 

where costly inter-GPU transfers are introduced. This solution hides latency 

better and is easy to integrate in existing engines.  
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Ⅲ. Algorithm 

 

 

Fig.1 shows a pipeline of this algorithm. A conservative depth buffer is 

generated by warping the previous depth buffer involving a buffer to capture 

the combined object/camera motion. The depth buffer is used for screen-

space occlusion query and the results of queries are used for rendering. Here, 

a basic method is fist described (the depth warping and hierarchical occlusion 

queries), before covering advanced features (Section 4). 

 

1. Depth Warping for Occlusion Mapping 

 

Using all visible objects in the previous frame is a near-optimal occluder 

selection for the current frame. However, instead of actual objects, they are 

used implicitly by warping the previous depth buffer to the new frame. 

Extracting depth causes a negligible overhead, and, in deferred rendering, it is 

even readily available. For dynamic scenes, the screen-space motion is 

needed as well.  

Depth warping is less common, but solutions exist for color images, in form 

of forward [Didyk et al. 2010] and backward mapping [Yang et al. 2011; 

Bowles et al. 2012]. Backward mostly outperforms forward mapping (e.g., 

vertex scattering [Lee et al. 2008]). However, a costly local search is needed 

if the source point does not lie within a narrow window of its origin. This new 
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method combines a recent fixed-point iteration [Bowles et al. 2012] with new 

and efficient search-bound tightening.  

  

 

Fig.1. Overview of Culling Framework 

 Overview of the occlusion culling framework in this paper. Advanced 

techniques (blue) are detailed in Section 4. 
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A. Preparation of Depth and Motion Buffers 

 

The warping uses a motion-vector buffer V (combining camera and object 

motion) to predict the depth buffer of the current frame (�̂�) from the previous 

one (Z). Motion vectors are often predicted via finite differences [Rosado and 

Studios 2007; Bowles et al. 2012], but occlusion tests need a higher precision 

to avoid under- or over-estimation. Pixel-accurate motion is generated in 

image space, instead of 3D-world displacements, because vectors in pixel 

units are more consistent, have better accuracy, and less components. This 

2D motion is computed as follows; given a pixel in the previous frame 𝐩, its 

new position projected into the current frame is computed �̂� ≔ 𝒞𝒫−1𝐩  by 

involving the transformation-projection matrices of previous 𝒫 and current 

frame 𝒞. The 2D motion of 𝐩 is then 𝐯(𝐩) ≔ �̂� − 𝐩, which is stored in a render 

target. In addition to the motion vectors, the render target also stores the new 

depths, which are assigned during the warping. This measure allows us to 

easily handle stationary pixels without directly handling 3D motion, which is 

infeasible in prediction-based 2D warping.  

 

B. Backward Depth Warping with Fixed-Point Iteration 

 

To efficiently warp a depth buffer, pixel correspondences from the new 

frame to the old are needed. Starting with a pixel 𝐩 in the current frame, the 

goal is to find a corresponding pixel 𝐪 in the previous frame, which will move 
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to 𝐩 . The fixed-point method [Bowles et al. 2012] uses the following 

iteration:  

𝐪i+1 ← 𝐰(𝐪
𝐢
) ≔ 𝐩 − 𝐯(𝐪i)                        (1) 

 

In equation (1), 𝐰 is the warped position and 𝐪0 is a starting point (seed) 

for the iteration. While the iteration is repeated, a distance between 𝐪i and 

𝐪i+1 becomes close. If the distance is in a threshold, the iteration stops at a 

fixed point q̃. As a fix point, it satisfies �̃� = 𝐰(�̃�), which implies �̃� + 𝐯(�̃�) =

𝐩 (i.e., �̃� moves to 𝐩 in the next frame).  

If the equation (1) is convergent, the method requires only few iterations, 

but the seed 𝐪0 is crucial. Straightforward choices, like 𝐪0 = 𝐩, may fail at 

boundaries between very differing motions. Further, at overlaps, hidden points 

might be chosen instead of visible pixels. Heuristics [Yang et al. 2011; Bowles 

et al. 2012], such as using a fixed offset, may alleviate symptoms. An even 

better convergence can be guaranteed with the 2 × 2 Jacobian matrix of 𝐰 

[Bowles et al. 2012]. Nonetheless, it involves rather costly pre-warping, 

subdivision steps to split the image along slope discontinuities, and even an 

additional forward mapping [Bowles et al. 2012].  

This paper proposes a simpler yet more efficient solution (Fig.2). The 

solution derives a compact and conservative search region Ω containing the 

source pixel. Choosing 4–6 seed points randomly (stratified sampling) within 

Ω is usually enough to ensure convergence. This solution might even detect 

multiple candidates and it keeps the one with resulting minimal depth. Hereby, 

many ambiguous cases can be handled. If convergence still fails, the solution 

proposes a conservative inpainting solution, described hereafter. While image 
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boundaries could be an issue for these methods, they can already be well 

handled by VFC.  

 

  

 

Fig.2. Warping with Fixed-point Iteration 

The solution finds a conservative search region, tighten it via the motion-

vector hierarchy, and search within region for candidates projecting to the 

original location. The one with resulting minimal depth is ultimately chosen 

(here, 𝐪1) 
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C. Search Region Bound for Motion Vectors 

 

To find the compact search region Ω to initialize the seeds, the solution 

builds a motion-vector hierarchy {Vi}  using min-max mipmaps [Williams 

1983]. Let Vi represent level 𝑖 and V0 the original motion buffer. A texel 𝐪 

of Vi  holds the minimum and maximum xy  components of the 2D motion 

vectors within a square area of 2i × 2𝑖  pixels. The four coordinates are 

encoded in a single texture. Consequently, the texel on the highest mipmap 

level holds a global bound for all motion vectors, which can be used as a first 

conservative estimate for Ω . To narrow down Ω , the solution performs a 

series of mipmap lookups, each reducing the search area. For a region of size 

𝑎 × 𝑏 , it first chooses the mipmap level ⌈log2 max (𝑎, 𝑏)⌉  and perform four 

lookups, one for each corner of the region. These lookups always 

conservatively cover the original region. Taking the extrema of the four texel 

values from Vi delivers the new bounds on the motion and defines a new Ω. 

Using anisotropic mipmaps can help produce even slightly tighter bounds. It 

performs two to three narrowing steps (which suffices in practice) to reduce 

Ω.  

Relying on mipmaps and four lookups to cover Ω might seem coarse, but it 

provides a good tradeoff; better bounds for motion vectors did not result in 

higher performance. In contrast, this paper will show in Section 3.2 that more 

precise solutions are useful for hierarchical occlusion queries.  
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D. Depth Inpainting 

 

Despite all measures, a few fixed-point searches will not succeed and lead 

to depth holes, which need to be filled. For forward mapping [Didyk et al. 

2010], such corrections are particularly difficult, involving often additional 

frames, which is overly costly. Contrary to color images, where an average 

can be  acceptable, depth inpainting requires a conservative choice to avoid 

 

Fig.3. Difference of Bounds 

Difference between object and (often) overly-conservative screen-space 

depth proxies used to test for occlusion (darker indicates nearer). 
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false negatives (i.e., visible elements reported occluded). In consequence, 

only the far-clipping depth is acceptable. While it might seem overly 

conservative (no occludee covering a hole could be culled), the new approach 

already reaches generally higher performance than competing methods. A 

good heuristic could be a subject of future work. Currently, various attempts 

did not result in a significant gain.  

 

2. Hierarchical Occlusion Culling 

 

The new approach first employs standard VFC. Only the remaining objects 

are tested using a customized query against the predicted depth buffer �̂� . 

Given a screen-space bound computed from an occludee's proxy (Fig.3), it 

recovers the maximum depth within this bound. When the minimum depth of 

the proxy corners exceeds this maximum of the screen-space depth, the 

object can be culled conservatively. 

To find the maximum depth for a screen-space bound efficiently, the 

approach could build a mipmap from the predicted depth buffer �̂�, similar to 

the motion buffers. Unfortunately, this choice is too approximate. Unlike 

searching motion bound, the accuracy of the bound affects the results of 

occlusion culling (fixed-point iteration alleviates the inaccuracy in searching 

motion bound.) Instead, this method relies on N-buffers [Decoret 2005]. An 

N-buffer is a set of textures {Ẑi} of an identical resolution, where a texel 𝐩 

of Ẑi holds the maximum depth within a square area of 2i × 2𝑖 pixels whose 

lower left corner is located at 𝐩. To test a region of size 𝑎 × 𝑏, the N-buffer 
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texture Ẑlog2 min (𝑎,𝑏) is used and lookup locations are chosen, such that their 

corresponding square areas accurately cover the entire test region.  

Even using the efficient N-buffer construction, the costs are clearly higher 

than for mipmaps. A good tradeoff is to use Y-Maps (a combination of both, 

where the first 𝑖 levels rely on a mipmap and, from level 𝑖 on, N-Buffers are 

used [Schwarz and Stamminger 2008]. Y-Maps with two mipmap levels lead 

to a lower construction time (e.g., from 0.6 ms to 0.2 ms) without sacrificing 

much precision regarding the depth queries.  
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Ⅳ. Improvement of Quality and Performance 

 

 

1. Occlusion Map Refinement 

 

The first improvement addresses errors in reprojection and fixed-point 

iteration due to sub-pixel imprecisions. Although generally acceptable, 

problems can occur at object boundaries, especially if objects move rapidly. 

This paper proposes two simple yet effective steps to enhance the occlusion-

map accuracy.   

First, the boundaries of warped objects can differ (up to 1–2 pixels) from 

the true depth buffer (Fig.4). Such mismatches may lead to culling errors. 

These errors are usually small, because only pixel-sized objects are affected. 

Still, they are easy to fix by eroding the warped depth buffer by one pixel; for 

each pixel, it takes the maximum around its 8 neighbors.  

Second step deals with pixels of rapid objects (e.g., a 3D movement of 

>0.02 in the canonical view volume, means a horizontal movement of 1152 

pixel/second on a full-HD image). Here, warping might also fail to converge  

(Fig.5), but such fast movements in screen space usually indicate proximity to 

the observer, which makes it easy to determine these objects during the 

generation of the motion buffer; it finds objects whose speed are above a 

threshold. At the beginning of a new frame, these objects are directly 

rendered (with full shading) and also update the warped depth map. The 
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additional cost is negligible, while greatly improving the quality of the 

occlusion map.  

  

 

Fig.4. Erosion Refinement 

Erosion produces a conservative occlusion mapping compensating for 

depth-prediction errors caused by sub-pixel displacements. 
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2. Hybrid Occlusion Query 

 

While the new image-based culling scales better with scene complexity, it 

produces more false positives (invisible reported as visible) than object-

space culling, such as HOQ.  The reason are more conservative occlusion 

 

Fig.5. Rapid Motion Refinement 

Warping errors for rapidly-moving objects can be resolved by rendering 

them accurately in the depth map. 
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tests in this paper. While generally compensated by the increased 

performance, falsely-classified highly-complex objects can have a 

comparatively strong performance impact. Hence, this paper employs a variant 

of HOQ [Kubisch and Tavenrath 2014] to test these objects, if they are 

classified visible. This approach has low latency as well, by avoiding the 

read-back to the CPU, but it does not scale well with the number of objects 

due to an excessive rasterization of bounding proxies. For the purposes, a 

small set of objects is sufficient and the application unproblematic. It leads to 

an additional speedup at marginal cost; e.g., testing 300 objects (of >100K 

triangles) led to a cost of 0.04 ms, but a speedup of 0.8 ms. Increasing the 

amount of objects proved ineffective, because the costs of the test increase 

(e.g., 500 objects cost around 0.3 ms and 10,000 objects around 2.3 ms) and 

more objects are unnecessarily tested. Several heuristics are tried to choose 

candidates dynamically, but, ultimately, the triangle and object count worked 

best in examples in this paper.  

 

3. Low-Latency Indirect Batch Rendering 

 

A basic implementation of the new approach would use CPU-based draw 

calls, but these stall the pipeline when queries are read back. An 

asynchronous read-back delay of 1–2 frames can hide this latency, but leads 

to errors. A better GPU-based alternative builds upon recent changes to the 

graphics API (e.g., GL_ARB_multi_draw_indirect). Here, the host-side draw 

calls dereference indirect GPU command buffers—visibility is encoded in the 
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instance counters of the commands—and, hereby, eliminate the read-back 

overhead and CPU interrupts between draw calls [Kubisch and Tavenrath 

2014]. However, such indirect command buffering is often inefficient; 

commands holding many invisible objects (common in culling) underperform 

compared to tightly-packed commands of visible objects. This situation can, 

e.g., arise if commands are clustered based on spatial locality of objects 

(Fig.6). In these cases, the GPU job scheduling will start to serialize 

[Fatahalian and Houston 2008] and deteriorate performance.  

A simple yet effective remedy to balance the workload is to redistribute 

commands evenly such that the visible objects are allocated on different job 

schedulers as much as possible. An optimal distribution could be found by 

evaluating the run-time visibility, but a random shuffling of the command 

buffers works sufficiently well. In particular, for regular scenes in terms of 

space and objects, this solution is very effective (up to 5% or 0.6 ms in 

experiments).   

  

 

Fig.6. Indirect Command Buffers 

Workload balancing of the indirect command buffer. Each cell in the buffer 

is a command of an object draw call, where the number indicates the 

instances to draw (0 means culled). 

1
Source commands

(spatially tight)
1 1 1 0 0 0 0 0 0 0 0 0 0 0 0

1 0 0 0 1 0 0 0 1 0 0 0 1 0 0 0
Load-balanced commands

(uniformly redistributed)
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Ⅴ. Results 

 

 

A. Method 

 

The new solution, WOC (warping-based occlusion culling), is implemented 

in OpenGL 4.5 on an Intel i7-3770 with 3.4 GHz and NVIDIA GeForce 

GTX980. All tests were performed at full HD resolution (1920×1080). The 

solution uses Bounding boxes per objects as proxies. The used parameters 

are: 4 samples in fixed-point iteration, 0.02 for the rapid-motion threshold, 

300 objects (of >100K triangles) for the object-space hybrid query.  

Four scenes (Fig.7) were tested with a pre-recorded camera movement of 

15–20 seconds. The city block scene (CB) is an urban-like example with a 

large number of objects. The balloon scene (BL) combines medium-sized 

balloons and tiny baskets with a high depth complexity, requiring a precise 

culling solution to avoid artifacts. The powerplants scene (PP) is challenging 

due to its high geometric complexity and irregularity. The monsters scene 

(MO) is a modern game-like example (with many medium-sized and low-

polygon objects). For quality evaluation, an ideal set of visible objects as 

reference (REF) was precomputed.  

This paper compares to several methods: standard VFC, NOHC [Guthe et al. 

2006], and the state-of-the-art CHC++ [Mattausch et al. 2008]. NOHC and 

CHC++ used a bounding volume hierarchy of per-object bounding boxes built 

with the surface-area heuristic. NOHC measured machine-dependent 
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parameters on the platform. CHC++ included batch, randomization, tighter 

bounds of inner nodes, and multiqueries, with the following suggested 

parameters: nav = 10, b = 50, dmax = 3, and smax = 1.4 [Mattausch et al. 2008].  

 

 

 

Fig.7. Four Test Scenes 

The four test scenes: city block (CB), balloons (BL), powerplants (PP), and 

monsters (MO). 
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1. Experimental Analysis 

 

The quality of the depth warping affects quality and performance of the 

culling step. This paper compared the accuracy of occlusion maps of the 

method against reference depth buffers (rendered without culling). To assess 

the quality, an error is defined as each pixel depth that is nearer than the 

reference depth.  

 

(This figure is continue on the next page) 
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Fig.8. Comparison of Warping Accuracy 

Quality comparison of the depth warping and the reference depth buffer 

during camera motion (blue arrows). 
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Depth predictions larger than the reference depth are considered as 

overestimation, which stays conservative and does not lead to culling mistakes. 

For each error and overestimation, the quantitative differences were 

measured in terms of fractions of pixels and peak signal-to-noise ratios 

(PSNRs); the PSNR took only positive values of difference images into 

account to see the individual amounts of errors and over-estimations. Five 

examples are analyzed including panning, zoom-in, and rotation motions at 

different speeds and scenes (Fig.8).  

Regarding overestimation, the major differences correspond to hole-filling 

pixels, which have been set to the far clipping depth (white pixels around 

object boundaries). Further, the erosion operation to handle small-scale 

warping errors becomes visible. Both cause low PSNRs (10–19 dB). 

Nonetheless, overestimation produces no culling errors, but better maps would 

improve culling efficiency. More important are the error images, which show 

high PSNRs (mostly 44–57 dB; 34 dB for PP), indicating very few errors. 

Errors mostly occur in isolated 1–2 pixel areas, which means that objects that 

are falsely culled have to be roughly pixel-sized, as neighboring pixels would 

otherwise classify the object correctly. 

The effect of the various methods to improve the occlusion maps can be 

summarized as follows. The rapid-motion handling only lowers over-

estimation (5–7 dB higher in PSNRs), and the erosion removes tiny floating 

pixels and lowers the errors (11–29 dB higher in PSNRs), but increases 

over-estimation (4–7 dB lower in PSNRs). Thus, erosion has a positive effect 
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on the depth estimates, but the experiment indicates that the change in culling 

accuracy is negligible (up to 0.01%). 

 

A. Culling Accuracy 

 

Culling of this paper produces virtually no differences (visually 

imperceptible) from REF (Table 1). Only sub-pixel errors occur due to 

rasterization precision. Differences in sets of visible objects are small (up to 

0.077%), and the PSNRs indicate a very high image similarity (mostly > 67 

dB and not lower than 49 dB). 

The culling ratio is close to the reference screen-space culling (using the 

true depth buffer). Differences lie mostly within 2%, but only the PP scene 

has a lower culling ratio (5%) due to the very thin geometries. The advanced 

techniques (Section 4) improve the culling ratio to 4% and are particularly 

Table 1. Comparison of Culling Accuracy 

Accuracy comparison of the new culling against the ideal set of visible 

objects. The object error reports the average fraction of false negatives, 

and the pixel error the average number of wrong pixels. Image errors 

compare the rendered images with and without culling in terms of PSNR. 

scene object error pixel error 
image error 

(average) 

image error 

(worst) 

city block 0.058% 2.0 pixel 67.8 dB 50.5 dB 

balloons 0.011% 0.4 pixel 69.1 dB 52.0 dB 

powerplants 0.080% 1.4 pixel 66.8 dB 49.0 dB 

monsters 0.002% 0.0 pixel 96.1 dB 66.8 dB 
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useful for complex scenes, e.g., for the PP scene, rapid-motion handling 

improves the culling ratio to around 5%, while erosion only lowers it by 1%, 

resulting in a gain of 4% on culling efficiency. The hybrid occlusion query 

raises the ratio only by 0.1%, but because costly objects are tested, the 

rendering cost is significantly reduced (up to 0.8 ms). 

 

B. Performance Break-Down and Scalability 

 

Fig.9 shows the performance breakdown. Due to the image-based nature, 

only a nearly constant overhead (1.3–1.8 ms) is added for warping and culling. 

Hence, the overall cost scales mostly linearly with the scene and the overhead 

is much smaller than a depth-only pass (generating the true depth buffer only 

with VFC); this experiment showed that this costs 23, 7, 20, and 2 ms for the 

CB, BL, PP, and MO scenes, respectively. This framework also scales across 

different hardware and resolutions; the dependencies on number of cores and 

resolution are sublinear (Table 2).  

 
Fig.9. Timing Breakdown 

Timing breakdown in stages (depth warping, occlusion culling, and model 

drawing.) 
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C. Dynamic Scenes 

 

The new method supports dynamic scenes unlike many previous 

hierarchy-based methods [Guthe et al. 2006; Mattausch et al. 2008], which 

can even become memory-intensive for large scenes. The overhead to update 

transformation matrices for dynamic objects is small (e.g., < 0.8 ms for the 

fully dynamic BL scene with 2900 balloons). By simulating animation on the 

GPU, this overhead would even shrink further. 

 

2. Comparison with Other Methods 

 

Comparing frame times and culling ratios of no culling, VFC, NOHC, 

CHC++, the new culling method, and REF (Table 3 and Fig.10), shows that 

the method of this paper mostly outperforms the other methods across all 

Table 2. Scalability for different hardware and display resolution 

Performance (in ms) for different hardware (NVIDIA GeForce GTX 

series) and display resolutions (HD (1280 × 720), full-HD (1920 × 1080)). 

Number of cores is in parenthesis. 

Scene 
660 Ti (1344) 680 (1536) Titan (2688) 980 (2048) 

HD Full-HD HD Full-HD HD Full-HD HD Full-HD 

CB 12.3 14.5 10.9 12.8 7.5 8.8 6.1 7.3 

BL 10.6 12.9 9.4 11.2 5.3 6.7 3.2 4.4 

PP 27.0 30.4 24.1 26.3 13.5 14.4 7.2 8.5 

MO 6.7 9.1 5.9 7.8 3.7 4.8 2.2 3.3 
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scene characteristics (number of objects or triangles). One exception is the 

simple MO scene, for which culling is generally not effective.  

In the object-overloaded CB and BL scenes (94K and 25K objects), 

speed-up factors of the method are 1.4–3×, 17–23×, and 3.5–5.4× over VFC, 

NOHC, and CHC++, respectively. The culling ratio is slightly lower than 

NOHC and CHC++, but the culling cost is lower and basically constant, which 

leads to more stability (similarly to VFC and REF). NOCH and CHC++ also 

suffer from an excessive amount of queries; in particular, the statistical model 

of NOHC is not optimal [Mattausch et al. 2008]. 

The PP scene contains 8868 objects, but each exhibiting a high geometric 

complexity (153M faces). The latter leads to a low performance of VFC 

because a large amount of geometry stays in the view frustum. NOHC 

performs even slower. 

 

Table 3. Comparison to other methods 

Comparison to other methods in terms of frame time (ms) and culling 

ratios (CR; %). VFC, NOHC, CHC++, and REF refer to view-frustum 

culling, [Guthe et al. 2006], [Mattausch et al. 2008], and the reference 

culling with ideal visibilities, respectively. 

Scene 
No culling VFC NOHC CHC++ New culling REF 

time CR time CR time CR time CR time CR time CR 

CB 34.57 0 22.17 77.66 126.13 97.57 25.59 97.52 7.31 94.81 2.93 100 

BL 7.71 0 6.24 69.66 101.23 88.34 23.73 87.84 4.37 85.35 1.96 100 

PP 40.68 0 20.82 55.84 35.79 83.37 11.02 88.97 8.52 83.84 2.86 100 

MO 4.47 0 2.19 85.40 5.48 94.77 2.79 94.83 3.33 93.42 1.40 100 
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Fig.10. Comparison of Performance 

Comparison of performance evolution in terms of frame times (in ms). 
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The approach of this paper gains a speedup of 29% over CHC++; the latter 

results from many queries that are triggered when VFC does not cull many 

objects. The sub-pixel geometry in the PP scene is challenging for 

conservative solution of this paper and leads to a low culling ratio. However, 

efficient occlusion test of this paper leads to the measured speedup.  

The MO scene has few objects and their cost is relatively low. Hence, it is 

not worth to apply complex occlusion-culling techniques (who all perform 

similar and < 1.2 ms, except for NOHC). Simple VFC is already a good choice 

in this case.  

Generally, CHC++ and NOHC can result in excessive amounts of occlusion 

queries and state changes for complex scenes, which can introduce a 

significant latency. These peaks can also result in an unstable framerate, 

which can strongly affect the interactive experience. Nonetheless, CHC++ has 

parameters to tweak the algorithm, to influence the likelihood of these events. 

In particular, the size of query queues is the most significant parameter and 

this paper experimented with several batch sizes b = 50,100,200,300,400,500. 

The best timings were obtained for b = 300,300,200 in the CB, BL, and PP 

scenes, which resulted in a speedup of 5.3, 4.2, and 0.4 ms, respectively. For 

the MO scene, no gain was found. In general, such tuning is difficult because it 

depends on the hardware, needs to be manually adjusted, and does not scale 

automatically with scene size. Independently, the performance of the approach 

is generally better even with default parameters for all scenes (Fig.10). 
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Ⅵ. Discussion and Limitations 

 

 

The relatively stable cost, scalability, the support of dynamic scenes, and 

the easy integration and implementation are key factors that make the new 

approach interesting for interactive applications, such as games and virtual 

reality. 

This paper experimented with hierarchies, like multiple per-object sub-

bounding boxes (similar to [Mattausch et al. 2008]) but this measure did not 

lead to increased performance, nor accuracy. Further, avoiding hierarchies 

renders the new solution more general and easily applicable for dynamic 

scenes. Nonetheless, for static parts, one could use hierarchies to track cull 

states similar to CHC++. 

Although this paper did not implement this solution, multisample antialiasing 

(MSAA) could be easily handled by downsampling the depth rendering. While 

preparing the depth and motion buffers for the warping, this paper can take 

the maximum depth among the multiple samples and extend the motion vectors 

to the full pixel size. The additional processing is cheap, because warping and 

culling are performed against a single depth/motion sample for each pixel. 

This image-based orientation is a key factor that renders method of this 

paper relatively insensitive to geometric complexity. However, for increasing 

display resolution (e.g., ultra HD resolutions), it might scale less favorably. 

Still, here, this paper could again employ a culling test at lower resolution 

(similar to classical approaches [Zhang et al. 1997]). 
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The experiments were configured for a conservative culling test. When 

bypassing the depth erosion and rendering of pixel-size objects, an additional 

speedup (in the scenes 1–2 ms) was obtained. Similarly, inpainting in this 

paper is conservative. It avoids errors, but increases the amount of false 

positives. The attempts to devise a heuristic infilling based on local maxima 

did not result in better performance, but other possibilities remain future work. 
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Ⅶ. Conclusion 

 

 

This paper presented a high-performance real-time culling technique 

without preprocessing. The depth warping and hierarchical screen-space 

occlusion query allow us to achieve low latency, stability, and high scalability. 

Its practicality, ease of implementation, and image-based nature are attractive 

properties. This paper showed that efficient culling techniques do not have to 

rely on full hierarchies, nor do they have to be intrusive and entangled with 

the rendering engine, which facilitates the integration of the work into existing 

applications. 
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논문요약 

 

깊이 와핑을 이용한 효율적인 폐색 컬링 기법 

 

성균관대학교 

전자전기컴퓨터공학과 

김 영 욱 

 

본 논문에서는 실시간 GPU 렌더링을 위한 이미지 기반의 고성능 폐색 컬링 

기법을 제안한다. 폐색 컬링은 보이지 않은 개체들을 렌더링하지 않음으로써 

성능을 크게 향상시킬 수 있다. 기존 폐색 컬링 방식들은 계층 구조를 이용한 

최적화된 쿼리 스케줄링을 수행하였으나 효율이 좋지 않아 성능 향상이 미미한 

문제점이 있다. 본 논문에서는 새로운 방식을 통해 폐색 컬링의 효율성을 크게 

향상시킴으로써 최고기술 대비 약 5배의 성능 향상을 달성했다. 본 기법은 이전 

프레임의 깊이 맵을 와핑하여 새로운 깊이 맵을 생성하고, 현재 프레임에서 

개체들의 폐색 계층 구조을 추정한다. 그리고 역방향 탐색을 위한 fixed-point 

iteration을 사용하여 현재 프레임의 깊이 맵을 빠르게 생성하고, 이를 잠재적으로 

가릴 수 있는 개체들로 간주하여 가리는 개체들을 판별하기 위한 순차적인 과정을 

제거한다. 또한, 본 기법은 판별을 가속하기 위한 장면의 계층 구조에 의존하지 

않아, 폐색 쿼리를 병렬로 수행함으로써 쿼리의 처리량을 증가시키고 지연시간을 

현저히 감소시킨다. 그리고 이미지 기반의 방법으로써 예측 가능한 수행시간을 

제공하며, 동적 장면에 대해서도 수행이 가능하고 기존의 엔진에 통합할 수 있는 

범용성을 제공한다. 

주제어: GPU 렌더링, 폐색 컬링, 깊이 와핑  
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