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Abstract

Efficient and Expressive Rendering
for Real-Time Defocus Blur and Bokeh

This dissertation presents a GPU-based rendering algorithm for real-time
defocus blur and bokeh effects, which significantly improve perceptual realism
of synthetic images and can emphasize user’s attention. The defocus blur
algorithm combines three distinctive techniques: (1) adaptive discrete
geometric level of detail (LOD), made popping-free by blending visibility
samples

across

the

two

adjacent

geometric

levels;

(2)

adaptive

visibility/shading sampling via sample reuse; (3) visibility supersampling via
height-field ray casting. All the three techniques are seamlessly integrated to
lower the rendering cost of smooth defocus blur with high visibility sampling
rates, while maintaining most of the quality of brute-force accumulation
buffering. Also, the author presents a novel parametric model to include
expressive chromatic aberrations in defocus blur rendering and its effective
implementation using the accumulation buffering. The model modifies the thinlens model to adopt the axial and lateral chromatic aberrations, which allows us
to easily extend them with nonlinear and artistic appearances beyond physical
limits. For the dispersion to be continuous, we employ a novel unified 3D
sampling scheme, involving both the lens and spectrum. Further, the author
shows a spectral equalizer to emphasize particular dispersion ranges. As a
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consequence, our approach enables more intuitive and explicit control of
chromatic aberrations, unlike the previous physically-based rendering methods.
Finally, the dissertation presents an efficient bokeh rendering technique that
splats pre-computed sprites but takes dynamic visibilities and appearances into
account at runtime. To achieve alias-free look without excessive sampling
resulting from strong highlights, the author efficiently sample visibilities using
rasterization from highlight sources. Our splatting uses a single precomputed
2D texture, which encodes radial aberrations against object depths. To further
integrate dynamic appearances, the author also proposes an effective parameter
sampling scheme for focal distance, radial distortion, optical vignetting, and
spectral dispersion. The method allows us to render complex appearances of
bokeh efficiently, which greatly improves the photorealism of defocus blur.

Keywords: defocus blur, depth-of-field rendering, chromatic aberration,
spectral rendering, bokeh, real-time rendering, optical effect
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Chpater 1

Introduction

Rays traveling from an object through a lens system are expected to
converge to a single point on the sensor. However, real lens systems cause rays
to deviate off the expected path, which is called the optical aberration. Despite
lens manufacturers' efforts to minimize them, they still persist in photographs.
Hence, the presence of various aberrations adds great realism to synthetic
images, and many graphics studies have been devoted to this direction.
The defocus blur is the most pronounced, resulting from planar displacement
on the sensor. A finite aperture of a real optical system, which controls the
amount of light reaching the sensor, maps a 3D point to a circle of confusion
(COC) on the sensor plane. This leads to blurred out-of-focus objects outside
of the depth of field (DOF) in an image [1].
Also, the defocus blur in real photograph appears in mixed form with various
optical effects such as bokeh, monochromatic (e.g., spherical aberration and
coma) and chromatic (lateral and axial) aberrations [2, 3]. These effects are
sometimes intentionally manufactured by designers for artistic looks, which also
can greatly improve the photorealism of the synthetic images (see Figure 1.1).
Many efforts have been made to bring the realistic defocus blur and other
effects into computer imagery over the past decades. In graphics, object-based
approaches served as reference [4, 5]. However, their low performance,
resulting from the repeated rendering for different lens samples, has impeded
their real-time use.
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Figure 1.1 Compared to the pinhole model (a) the standard defocus blur, chromatic aberration,
and bokeh rendering produces more realistic and artistic our-of –focus images (b).
In this dissertation, the author presents a new effective defocus blur
(Chpater 3) and bokeh rendering algorithms (Chpater 5), which significantly
improve the rendering performance and image quality. Also, these approaches
enable more intuitive and explicit control of defocus blur with chromatic
aberrations (Chpater 4), unlike the previous physically-based rendering
methods. Our solution provide utility in expressive control, which easily obtains
unrealistic yet artistic appearances in the chromatic defocus blur.
From these advantages, the suggested algorithms can be combined into an
existing rendering engine such as Unreal, Unity, and CryEngine to achieve
photorealistic and cinematic results effectively in games or movies. It can also
be used in a post-production such as Adobe Phoshop and After Effects, which
requires control scheme for creative and artistic expression.
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1.1 Depth-of-Field Rendering
A reference solution for defocus rendering is full visibility sampling, which
distributes rays from a lens and accumulates them together into a buffer [4, 5].
Such a brute-force sampling approach achieves a physically-plausible look, but
its repeated rendering of a whole scene falls far short of real-time performance.
Hence, the majority of interactive techniques for defocus rendering have relied
on extrapolation from single-view sampling via postprocessing (see Chpater 2
for review). The recent approach based on multi-layer ray casting [6] attained
greater quality, but there still remain limitations inherent to the image-based
approach, including the lack of natural antialiasing, performance drops with
increasing resolution, and clipping of the viewport periphery. Such limitations
inspired us to re-explore the full visibility sampling approach, which may have
better quality and fewer inherent limitations.
In this dissertation, the author presents a new defocus rendering algorithm,
which augments accumulation buffering [5] for improved performance. Two key
observations inspired us: (1) out-of-focus areas lose fine geometric details
and humans pay less attention to them; (2) in-focus areas require fewer
samples. They led us to blur-based adaptive LOD for both geometry and
visibility/shading. We use discrete geometric LOD, and avoid the transition
popping by blending visibility samples across the two geometric levels. The
adaptive visibility/shading sampling relies on the sample reuse that bypasses
lens samples yielding the same raster locations. Furthermore, we propose a
subsample blur technique for visibility supersampling, which uses the heightfield ray casting. Our solution that integrates the three distinctive techniques
allows us to achieve high quality similar to that of the full visibility sampling

3

approach (see Figure 1.2 for an example), while maintaining real-time
performance comparable to the recent single-view sampling approach [6].
Precisely, our contributions for defocus rendering include: (1) a geometric
LOD management scheme; (2) an adaptive visibility sampling scheme; (3) a
subsample blur approach for visibility supersampling.

Figure 1.2 Example images rendered by our defocus rendering algorithm and the
accumulation buffer method [5]. Our method significantly accelerates the accumulation buffer
method, while achieving quality comparable to reference solutions.

1.2 Chromatic Defocus Blur
Whereas the classical thin-lens model mostly concerns the defocus blur [1],
real-world lenses─comprising a set of multiple lenses─exhibit additional
complexity that can be classified to monochromatic (e.g., spherical aberration
and coma) and chromatic (lateral and axial) aberrations [2, 3].
The previous studies to build complete lens systems based on the formal
lens specification have led us to physically faithful images with ray tracing or
path tracing [7, 3]. Despite their realism, underlying physical constraints limit
the resulting appearance to some extents, because physical parameters are
indirectly associated with results and many aberrations are entangled together.
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Thus, more artistic and expressive appearances have not been easily produced
as one desires.
A recent postprocessing approach used a simpler empirical modeling [8]. It
integrates building blocks of individual optical effects together. Such models,
however, are too simple to capture real-world complexity. These limitations
motivated us to explore better modeling and how to effectively tune the look. In
particular, we focus on the modeling and rendering of chromatic aberration on
its axial and lateral aspects.
This dissertation presents a parametric model for chromatic aberration and
its effective implementation, which can facilitate expressive control. Our model
modifies the existing thin-lens model [4] to encompass axial and lateral
chromatic aberrations. We then show how to implement our model using the
standard accumulation buffering [5], and extend it toward dispersive rendering
with our novel 3D sampling strategy taking both lens and spectral samples. We
further extend our basic model with user-defined aberrations, spectral
equalizer, and spectral importance sampling for artistic looks. Figure 1.3 shows
examples generated with our solutions.
The contributions of our work include: (1) a parametric modeling of
chromatic aberrations within the thin-lens model framework; (2) a unified
dispersive lens sampling scheme; (3) an expressive control scheme for
chromatic aberrations; (4) a spectral equalizer and its importance sampling.
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Figure 1.3 Compared to the pinhole model (a) and the standard defocus blur (b), our chromatic
aberration rendering produces more artistic out-of-focus images; (c)–(e) were generated with
RGB channels, continuous dispersion, and expressive control, respectively.

1.3 Bokeh Rendering
Bokeh in photography refers to the way a lens system renders defocusblurred points (in particular, strong highlights) in terms of Circle Of Confusion
(COC) [9]. Aesthetic look of bokeh is a crucial element in photorealistic
defocus-blur rendering. The appearance of the bokeh is characterized by
intrinsic factors of optical systems, including the shape of a diaphragm and
aberrations (e.g., radial distortion, optical vignetting, and dispersion). Also,
dynamic partial visibilities of objects are important for realistic bokeh rendering,
as they matter in accurate defocus-blur rendering [10].
Distributed reference techniques [4, 5, 6] can naturally render high-quality
bokeh effects, as well as defocus blur. However, strong highlights in bokeh
dominate the integration of incoming rays, and this causes to require highly
dense sampling to avoid aliasing/ghosting; for instance, 100×100 bokeh pattern
requires up to 10k samples to reveal full details, which is far from the realtime performance.
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Real-time rendering has been using the splatting of predefined sprites of
bokeh patterns [11, 12, 13, 14, 15]; the majority of gather-based approaches
have ignored the bokeh. Realistic bokeh texture sprites can be obtained through
photography or physically-based rendering [16, 17, 18, 19], and the splatting
approach can render them without aliasing. Nonetheless, the static nature of the
sprites impeded the integration of visibility and aberrations, leading to only
simple non-physical patterns. In this work, we tackle these problems to enable
high-quality real-time bokeh rendering.
In this paper, we present a novel real-time bokeh rendering technique that
splats pre-computed sprites for performance, but integrates visibilities and
aberrations to attain dynamic appearance. We improve the bokeh rendering in
terms both of intrinsic (relating solely the optical system) and extrinsic
(scene-related) appearances. Unlike the previous distributed techniques, we
decouple the visibility sampling of strong highlights (as bokeh sources) and the
others; regular objects go through moderate sampling, but bokeh sources are
tested with precise visibilities. For highlight sources, we sample visibilities
using projective rasterization from highlight sources onto a lens. We thereby
attain pixel-accurate full visibilities, which can exhibit fine details of bokeh
textures. We use a single precomputed 2D texture sprite, which encodes only
radial aberrations against object depths. The intrinsic details are encoded in a
texture, which are captured using full ray tracing through the optical system,
and its parametric sampling is based on the thin-lens model. To maintain
compact encoding, we reuse the sprite for non-trivial spectrospatial patterns.
To this end, we introduce an effective texture-parameter sampling scheme for
factors including focal distance, radial distortion, optical vignetting, and
dispersion. Consequently, our solution allows us to render dynamic complex
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bokeh effects in real time with compact storage.
Our major contributions can be summarized as: 1) an efficient full-visibility
sampling technique for strong bokeh; 2) a compact bokeh texture encoding and
its effective sampling scheme for spectrospatial complexities; 3) acceleration
techniques for real-time dynamic bokeh rendering.
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Chpater 2

Related Work

2.1 Depth-of-Field Rendering
We broadly categorize and review previous studies by whether they use
(object-based) multiview sampling, (image-based) single-view sampling, or a
hybrid of both. Also, we provide a brief review of existing LOD techniques.

2.1.1 Multiview Accumulation

The classical object-based solution is to accumulate multiple views into a
buffer through distributed ray tracing [4] or rasterization (called the

accumulation buffering) [5]. They produce physically-faithful results but are
very slow in most cases. Also, they might suffer from banding artifacts (jittered
copies of objects) unless given sufficient samples.

2.1.2 Stochastic Rasterization

The

object-based

approach

has

recently

evolved

into

stochastic

rasterization, simultaneously sampling space, time, and lens in 5D [20, 21, 22].
Their methods were effective in achieving banding-free motion blur as well as
defocus blur at reduced sampling rates, but were rather limited to a moderate
extent of blur when combined with motion blur. Recently, Laine et al.
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significantly improved sample test efficiency (STE) using their clipless dualspace bounding formulation.

2.1.3 Postfiltering

The conventional real-time approach has been driven to the postprocessing
of color/depth images rendered from a single view (typically, the center of a
lens) to avoid multiple visibility sampling. COC sizes, computed from pixel depth,
guided approximations including filtering, mipmapping, splatting, and diffusion
[1, 23, 24, 25, 26, 27, 28, 29, 30, 31]. They usually had adequate real-time
performance, but commonly failed to deliver correct visibility due to the lack of
hidden surface information, particularly for the translucent foreground.
Multilayer decomposition with alpha blending was better in quality, but did not
yield a significant gain, because missing surfaces cannot be recovered even with
hallucination or extrapolation [32, 33].

2.1.4 Depth Layers

A recent approach used a combination of single-view sampling─depth
peeling to extract multiple layers─and height-field ray casting based on the
depth layers [34, 6]. The method can produce convincing results, but care has
to be taken to maintain tight depth bounds and to clip viewports (image
periphery often misses ray intersections). While 4-8 layers work well in
practice, more layers are necessary to guarantee entirely-correct visibility for
general cases. Also, the lack of sub-pixel details yields aliasing for in-focus
edges.
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Our approach integrates accumulation buffering [5] with a depth-layer
approach [6] to take advantage of visibility and performance. Our novel
extensions to LOD management and adaptive sampling further improve
performance with marginal degradation in quality (see Sec. 3.5 for comparison).
We note that combination of our LOD control algorithm with the stochastic
rasterization can be a good direction for future research, which can better
suppress undersampling artifacts. In this

paper, we demonstrate the

effectiveness of our algorithms using the accumulation buffering.

2.2 LOD Management
LOD is a general scheme to improve performance by spending less of the
computational budget on visually insignificant objects. Importance metrics, such
as distance to a viewer, object size, gaze patterns, and visual sensitivity, control
the complexity of objects; in this paper, we use degree of blur as an importance
metric. Geometric complexity is a primary concern yet other complexities (e.g.,
shading, texture, imposters, and lighting) are also of interest. For a more
comprehensive review, please refer to [35].
In general, LOD is defined in the continuous domain, and thus, nearcontinuous-level LOD (e.g., progressive meshes [36]) is optimal for quality.
However, on-the-fly mesh decimation is often too costly in the era of GPU
rendering. Interactive applications prefer discrete LOD, which simplifies source
objects to a few discrete levels. The performance is enough in most cases, but
transition popping should be resolved; alpha blending is usually attempted to
alleviate symptoms [35, 37]. Nonetheless, excessive memory is required, and
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dynamic deformation is hard to apply.
A more recent trend is the use of tessellation shaders, which apply
subdivision rather than simplification to input meshes. Whereas the GPU
tessellation generally uses more rendering time than LOD, it requires much less
memory (only with sparse control vertices) and enables objects to be deformed
easily. In this paper, we demonstrate the effectiveness of our LOD metric using
discrete LOD. The use of the tessellation shaders would be a

good research

direction for further work.

2.3 Modeling of Optical Systems
The thin-lens model effectively abstracts a real lens in terms solely of the
focal length [1, 4]. While efficient, its use has been mostly in the defocus blur,
since it does not capture other aberrations. The later thick-lens approximation
is better in terms of approximation errors to the full models [7], but is rather
limited in its use.
Kolb et al. first introduced the physically-based full modeling of the optical
system based on the formal lens specification for better geometric and
radiometric accuracy [7]. The later extensions included further optical
properties to achieve optically faithful image quality, including diffractions,
monochromatic aberrations, and chromatic dispersion in Monte-Carlo rendering
[3] and lens-flare rendering [38].
Since the full models are still too costly to evaluate in many applications, the
recent approaches used first-order paraxial approximation [39] or higherorder polynomial approximations [40, 18] for lens-flare rendering, ray tracing,
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and Monte-Carlo rendering, respectively.
The physically-based modeling often trades degree of control for quality.
By contrast, the thin-lens model is insufficient for aberrations, but still
preferred in many cases for its simplicity. Hence, we base our work on the thinlens model to facilitate integration of our work into the existing models.

2.4 Spectral Rendering of Optical Effects
Dispersion refers to the variation in refractive indices with wavelengths [2].
This causes lights on different wavelengths to travel different directions when
encountering refractions (at the interfaces of optical media). Since the
dispersion manifests itself in dielectric materials, early approaches have
focused on spectral rendering of glasses and gems [41, 42].
Later approaches have focused on the use of dispersion within the thin-lens
models. The majority of previous work on optical effects have focused on the
defocus blur rendering [1, 4, 5, 23, 33, 11, 29, 6, 43], but were not able to
represent the dispersion. Only a few methods based on a spherical lens were
able to render chromatic aberration with dispersive primary rays in a limited
extent [6].
Another mainstream has focused on other effects such as lens flares [38,
39] or bokeh [17, 14]. Lens flares respect reflections between optical
interfaces; Hullin et al. achieved lens flares with dispersive refractions through
lens systems [38]. The bokeh is closely related to the spherical aberration.
The chromatic aberration drew less attention than the others, since the
physically-based lens simulation can naturally yield the realistic look [16].
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Notable work is to precompute chromatic/spherical aberrations and to map them
to the pencil map for generating fascinating bokeh [44].
Most of the work commonly address efficient rendering methods and
visibility problems of optical effects rather than introducing new lens models. In
contrast, our work introduces a new parametric model of the chromatic
aberration based on the thin-lens model and also tackles challenges of
effectively incorporating the dispersion into the existing methods.

2.5 Bokeh Rendering
Extrinsic appearances of bokeh (e.g., COC size and visibility) can be
naturally handled by sampling-based defocus-blur rendering techniques such
as distributed ray tracing [4, 6] or accumulation buffering [5]. The classical
techniques, however, use the thin-lens model [1], and their results are not
entirely physically faithful. More accurate results can be produced with ray
tracing through realistic optical systems [17, 16, 18], which exhibits spatial and
spectral aberrations. They can achieve high-quality bokeh, but require very
dense sampling to avoid aliasing. Hence, they have been in costly offline
processes. Also, their expressive power is constrained by physical limits; in
other words, it is hard to use user-defined aesthetic patterns.
Sprite-based rendering is suitable for expressing aesthetic intrinsic aspects
of the bokeh using pre-defined textures [11, 45]. The bokeh texture can be
generated in many ways such as photography [46, 47], manual drawing [48],
or physically-based ray tracing [17, 38, 16, 19]. Splatting is common for realtime graphics-processing-unit (GPU) rendering, and can represent fine details
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well; gather-based approaches [33, 14, 15, 44], the other majority, is
significantly limited in the appearance due to the nature of sparse/separable
convolutions. The appearance is not associated well with the scene in particular
for visibilities, and the static pattern does not reflect dynamic high-dimensional
aberrations. Hence, their quality has been far from realistic bokeh effects.
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Chpater 3

Real-Time Defocus Rendering

with Level of Detail and Sub-Sample Blur
3.1 Overview of Framework

3.1.1 Lens Model and Basic Method

We use the thin-lens model (see Figure 3.1), which is a common choice for
defocus rendering. Let the aperture radius of a lens and its focal length be E
and F. When the lens is focusing at depth df the radius of the COC of 𝐏 at depth
d is given as:

R= (

𝑑𝑓 − 𝑑
) 𝐸, where 𝑑𝑓 > 𝐹 and 𝑑 > 𝐹.
𝑑𝑓

(3.1)

When 𝐏 is seen from a lens sample 𝐯 (defined in a unit circle), it deviates
by the offset R𝐯 . Given N samples, all objects are repeatedly drawn. The
resulting images are blended into a single output. This procedure is the basic
object-based approach [4, 5], and we use it for generating multi-view images
with geometric LOD and adaptive sampling.
We also define COC radius at the image plane, r, to find screen-space ray
footprints [6]. The distance to the image plane, uf =
calculated as:

16

𝐹𝑑𝑓
𝑑𝑓 −𝐹

[4], allows r to be

Figure 3.1 The thin-lens model [1, 4].

r= −

𝑢𝑓
𝑑 − 𝑑𝑓
𝐸𝐹
𝑅= (
)(
).
𝑑
𝑑𝑓 − 𝐹
𝑑

(3.2)

The ray casting for our subsample blur uses this model.

3.1.2 Rendering Pipeline

We provide a brief overview of the rendering pipeline of our algorithm, along
with an example scenario (see Figure 3.2 for illustration and Algorithm 3.1 for
the pseudocode). In the offline preprocessing stage, given M 3D models, we
generate their discrete LOD representations ( 𝐿0 , 𝐿1 , … , 𝐿𝑚𝑎𝑥 ), which apply
successive simplification with a fixed reduction factor (e.g., s = 2 for the half
size). Also, given N lens samples (the dots in a unit circle in the figure), N
frame buffers are allocated in advance. In the run-time stage, we repeat the
following steps at every frame. We compute a (real-number) LOD for every
object. For instance, let the LOD be 2.3. Given the N lens samples, each sample
is assigned to either of the adjacent discrete levels (𝐿2 or 𝐿3 ). Then, L2 is
rendered with samples of 70% (𝐯1 , … , 𝐯𝐾 ), and L3 with the rest; this step is
intended to avoid transition popping. While repeatedly rendering the model for
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all the samples, we adaptively sample visibility, reducing the number of effective
lens samples in sharper areas. We do this by reusing renderings across frame
buffer samples as the COC shrinks. We call the samples that reuse renderings
“child samples.”
If a sample has child samples that yield the same raster locations (in the
figure, 𝐯K is a child sample of 𝐯1), we render the object to a texture sprite and,
we copy the sprite to the frame buffers of child samples without rendering.
Otherwise, the model is directly rendered into the frame buffer of the current
lens sample. After traversing all the lens samples and objects, each frame buffer
is further blurred using subsample blur and accumulates in the final output buffer.

Figure 3.2 An example overview of our rendering pipeline.
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Algorithm 3.1 Rendering pipeline.

3.2 LOD Management
In this section, given LOD representations of objects and lens samples, we
describe how to select adequate object levels and how to avoid transition
popping from discrete LOD.
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3.2.1 Mapping between LOD and Defocus Blur

The LOD of a geometric object is defined by its simplification factor with
respect to its COC size (the degree of blur). For simplicity, we assume all the
triangles of the object are visible, except for back faces. Given a COC centered
at 𝐏, let C𝐏 be its area and T be the triangle around 𝐏 (Figure 3.3). When 𝐏
accumulates with different views, the resulting geometry will be the integral of
neighboring triangles within the COC. Thus, we can approximate the integral by
extending T's size roughly up to C𝐏 (the yellow line). A problem here is T does
not exactly match with the circle, and it is not obvious how to apply this globally
to all the surfaces of the object.
A simple yet effective alternative is to use the representative areas of the
COCs and triangles estimated over the object (𝐶̂ and 𝐴̂; explained below). Then,
a scale factor can be 𝐶̂ /𝐴̂. In other words, we can choose the LOD of the object
as:
𝐶̂
L = max(log s ( ) , 0),
𝐴̂

(3.3)

Figure 3.3 Given a COC (the green circle) centered at 𝐏, the yellow segments represent the
geometric integral of the real geometry and its approximation.
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where s is the reduction factor between discrete levels ( s = 2 for the
reduction by half). In fact, it is much better to define 𝐶̂ and 𝐴̂ at the screen
space, because we can also incorporate the effect of linear perspective (used
in the standard LOD based on object distance to a viewer) as well.
Note that we may need to be more conservative, since attributes other than
geometry (e.g., visibility, shading, and BRDFs) are not taken into account.
However, blurred areas are usually on the periphery of a user's attention, not
being perceived well. Otherwise, for better quality, we could scale down L
slightly to capture other attribute details.

3.2.2 Estimation of COC and Triangle Size

We can precisely find 𝐶̂ and 𝐴̂ by traversing and averaging visible triangles.
However, this is costly, and we lose the benefit of LOD. Instead, we use a
simpler metric using bounding box/sphere.
The choice of 𝐶̂ is simple. In the depth range of the bounding box's corners,
the minimum COC size at the screen space is chosen; the minimum is more
conservative than the average. For instance, suppose there is a large object
spanning a wide COC range, such as terrain. When the minimum COC size is
used here, this usually yields an LOD of zero (the highest detail). Hence, this
conservative metric well handles objects of various sizes, whereas this case
does not benefit from LOD.
As for 𝐴̂, we use the screen-space area of the bounding sphere, Ab , which
approximates the object's projection. We assume that an object is of a spherical
shape and is triangulated evenly. Since half of the triangles are usually facing
the front, 𝐴̂ can be:
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𝐴̂ =

Ab
,
Nt ∗ 0.5

(3.4)

where Nt is the number of triangles in the object.
Since real objects are rarely spherical, Ab and 𝐴̂ are overestimated in
general; thus, L in Eq. (3.3) is underestimated in a conservative manner. This
approximation allows us to quickly guess the projected areas of objects without
heavy processing.

3.2.3 Smooth Transition between Discrete Levels

Since our LOD measure is a real number, we usually need to clamp it to
either of two adjacent discrete levels. This leads to popping during level
transition. As for pinhole rendering, “Unpopping LOD” [37] reduced symptoms
by rendering and blending two levels. Our idea is similar, yet we blend images
in the sampling domain; the fractional part of an LOD assigns the samples to
either of the two discrete levels.

Figure 3.4 Given Halton samples at [1,192], two subintervals [1,128] and [129,192] still form
even distributions.
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A difficulty arises from a sampling pattern. Without appropriate ordering,
blending might be skewed. Our solution is to use quasi-random Halton
sequences [49, 50]. Although Halton sampling is less uniform than typical
uniform sampling (e.g., Poisson disk sampling [51]), it has one important
property; given a sequence, samples within its sub-intervals also form a
nearly-uniform distribution. Based on this property, we can group lens samples
into two sub-intervals, one for the higher detail and the other for the lower
detail. This approach could easily be used to avoid skewed blending. Figure 3.4
shows examples for two different sub-intervals, which were generated with
two prime numbers (2,7), necessary for a 2-D version of Halton sequences.

3.3 Adaptive Sampling
While managing the level of details effectively improves rendering
performance for blurry objects, sharp objects with fine details still require a
large portion of the total rendering time, because they are usually rendered with
the lowest LOD. Since their spatial displacements are much smaller than blurry
ones, we can produce similar results with fewer samples. Previously, this issue
has been handled by adaptive sampling [52, 53]. The previous methods relied
on frequency-domain analysis or signal reconstruction for offline rendering,
which is infeasible in interactive applications. Hereby, we propose a novel
simple-yet-effective method for real-time rendering.

23

Figure 3.5 As an object moves more in focus, the grids get coarser and so there is more sample
reuse.

Our idea is to reuse the renderings of an object for lens samples that yield
the same raster locations (2D integer coordinates); this concept is similar to
the reuse of shadings decoupled from visibility sampling [54]. Figure 3.5
illustrates collision of samples falling into the same bins for three different
(rasterized) COCs; it is observed that the coarser the COC is, the more samples
fall into the same bin. Thus, we render an object only for parent samples (blue
samples adjacent to the pixel center), and store the result into a per-object

texture sprite. Note that different levels of the same object are treated as
distinct. Then, the sprite is copied to frame buffers for child samples with depth
tests. Restricting the region of interest into the screen-space bound results in
further acceleration. When a sample does not have a child, it is directly rendered
without making a texture sprite. For implementation details, please refer to
Algorithm 3.1.
We again use the bounding box to measure the COC size. Since even a single
object spans a range of COCs, we need to conservatively capture the maximal
COC size among the bounding box's corners.
One concern may arise regarding the antialiasing for sharp objects, because
we lose sub-pixel details to some extent. Yet, it is easy to preserve sub-pixel
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details. When we need smoother anti-aliasing, all we need to do is to increase
the resolution of the COC grid a bit higher (e.g., 2×2 bigger).

3.4 Subsample Blur
Although our LOD and adaptive sampling improve rendering performance
well for varying degrees of blur, we still need many samples to avoid banding
artifacts. In order to cope with this, we introduce a new approach that virtually
raises sampling density using postprocessing.
Given frame buffers produced with primary lens samples (including the
parent and child samples in Sec. 3.3), each frame buffer is postprocessed with

subsamples around them. The postprocessing can benefit from more lens
samples without additional brute-force rendering of the whole scene.
An underlying idea is that visibility error here is much smaller than that of
typical postfiltering, because subsamples are also uniformly distributed with

much smaller offsets around primary samples (Figure 3.6). The range of
subsamples can be defined by the mean of pairwise sample distances. Since
geometric LOD and adaptive sampling are complete by themselves, we can use
any single-view postprocessing methods, yet we desire to minimize the
visibility error.

Figure 3.6 An example of subsampling. Given a view sample, twelve subsamples are defined for
further postprocessing.
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Algorithm 3.2 N-buffer construction for subsample blur.

The first step is to build a data structure for efficient min/max depth queries.
We use N-buffers [55], which are a set of hierarchical textures of identical
resolution. Each pixel value of the i -th N-buffer contains minimum and
maximum depth values inside a square of 2i × 2𝑖 around the pixel. The input
depth image Z0 is initialized by rendering the coarsest models. Then, Zi+1 is
built upon Zi by looking up four texels. When querying min/max depths (in the
ray casting step), four texture lookups cover a square of an arbitrary size, which
corresponds to overlapping squares.
The second step is ray casting. First, we try to find per-pixel depth bounds.
Given the global min/max depths (can be easily found by maximum mipmapping),
we derive COCs using (3.2) and take the larger one. Then, we again query the
min/max depths within the COC, and iterate this step several times to find tight
depth bounds. For more details, refer to [6]. Once we have per-pixel depth
bounds, we iterate ray casting for each primary sample 𝐯. Given a subsample 𝐮
of 𝐯, its ray footprint f is defined as a pair of endpoints (r(zmin )u, 𝑟(𝑧max )u) based
on (3.2). For each pixel offset 𝐩 rasterizing f, we try to find an intersection by
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testing whether 𝐩 and its COC offset lie within a threshold ϵ; typically, ϵ is set
to a 1-1.5 pixels. If an intersection is found, the color at the intersection is used
as an output color. Otherwise, we handle the exceptional cases (see below).
Algorithm 3.3 Subsample blur using single-layer ray casting.

Unlike Lee et al. [6], missing hidden surfaces cause visibility errors (missing
intersections; refer to the line 10 in Algorithm 3.3). Such misses of surfaces
mostly occur in the foreground (Figure 3.7). When there are uncovered
subsamples within the region from which the depth bounds have been derived,

27

we handle the exception by classifying it into two cases: (1) a ray reaches a

finite maximum depth (less than the far clipping depth); (2) a ray goes infinitely
(i.e., beyond the far clipping depth). The first case indicates that all pixels have
surface within the bound region. In this case, the ray is assumed to be blocked;
even if no hit is found, we assign the color of primary sample I0 to avoid light
leaks. On the other hand, the second case implies that the ray is assumed to
continue unblocked around the object and uses the background color (Ibg ),
because the ray can reach the background.
Figure 3.8 shows examples generated with a single primary sample; this is
exaggerated for illustration purposes. It is observed that foreground occlusion
is imperfect, while the rest are effectively blurred without additional problems
(e.g., leakage to the background). Practically, subsample blur is applied with
tiny offsets and accumulated with many primary samples, and thus, distortions
become much less pronounced (see Figure 3.9). However, if we need a large
amount of blur, we still need to increase primary sampling density.

Figure 3.7 Given a primary sample 𝐯𝟎 and its depth bounds (grayed volumes), missing
intersections (𝐈𝟐 ) for a subsample 𝐯𝟐 are handled differently for the two cases. The red and
green blocks indicate objects.
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Figure 3.8 A ray-cast result with a single layer (left) and its reference (right). The red and
orange insets correspond to case I and II in Figure 3.7, respectively.

3.5 Results
We report rendering performance and image quality of our method, compared
against accumulation buffering [5] as a reference and the depth-layer method
[6]. Our system was implemented on an Intel Core i7 machine with an NVIDIA
GTX 680 and DirectX 10. We enabled adaptive sampling for all the cases. The
depth-layer method used 4 layers. Three scenes (Toys, Fishes, and Dragons),
prepared with LOD representations (s = 2 for each), were configured with high
degrees of blur.
Figure 3.9 shows the equal-time and equal-quality comparisons among the
three methods, and Figure 3.10 shows the evolution of the quality and
performance. Number of views (N) and number of subsamples (S) controlled
the quality and frame rate at a resolution of 1024×768. For Figure 3.9, we used
N = 32 and S = 4, which is the most balanced in terms of quality/performance
tradeoff.
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The equal-time comparison assessed the qualities of the methods in terms
of structural similarity (SSIM; a normalized rating) [56] and peak signal-tonoise ratio (PSNR). The equal-quality comparison assesses frame rates, given
the same SSIM to the reference images (generated with N = 512 for [5]).

3.5.1 Rendering Performance

For all the cases, our method outperformed the accumulation buffering [5]
(Figure 3.9; the speed-up factors of our method over the reference renderings
reached up to 4.5, 8.2, and 7.0 for Toys, Fishes, and Dragons, respectively.
This proves the utility of LOD for defocus blur; our LOD management rendered
fewer triangles down to 49%, 19%, and 14% for the three scenes, respectively.
Further speed-up was achieved with adaptive visibility sampling. Also, our
method mostly outperformed [6]─the speed-up factors were 1.7, 3.8, and 0.82;
the slower performance of Dragons results from the simpler configuration of
the scene (only with 10 objects).
Figure 3.10 shows that adequate choices of N and S can attain balanced
quality/performance (e.g., ( N , S ) = (16,8), (32,4), (64,0)). Unlike the
excessive blur demonstrated here, we need considerably fewer samples in
practice. In such cases, our method performs well even with a small number of
samples thanks to the support of subsample blur. For example, Toys and Fishes
scenes run at higher than 100 fps with N = 8 and S = 8. More aggressive LODs
can result in additional speed-up with little quality loss. We note that our
method fits well with increasing scene complexity in terms of number of objects,
as in real applications, because the LOD manifests itself more with many objects.
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Figure 3.9 Equal-time and equal-quality comparisons among our methods, [5], and [6].
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Figure 3.10 Evolution of quality and performance with respect to the number of lens
samples (𝐍) and subsamples (𝐒).
3.5.2 Image Quality

Overall, our method adequately captures visibility in the foreground and
background; especially when observing the focused objects seen through semitransparent ones. Additional problems found in previous real-time methods are
not observed. As alluded to previously, temporal popping does not occur (see
the accompanying movie clips).
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With regard to the equal-time comparison (Figure 3.9), the qualities of our
method are rated significantly higher than those of [5] and [6]; for Dragons, the
quality of our method is slightly lower than that of [6]. This implies that reduced
geometric details from LOD allow us to use more samples, significantly
improving quality.
The presence of subsampling greatly enhances image quality (in particular
for SSIM), unless sufficient primary samples (N) are provided (Figure 3.10).
But, for optimal performance, we need to find a balanced configuration for (N, S)
pairs, such as (N, S) = (16,8), (32,4), (64,0) in our examples.
However, given the same effective number of samples (N × (S + 1)), the
quality of subsampling is still a bit lower than brute-force sampling. This results
from the partial capture of visibility from primary samples. The problem occurs
along with the strong boundaries of foreground objects. Yet in practice,
integration of subsample-blurred images smoothes out mostly, and the problem
is rarely perceived. To better suppress the problem, we need to increase
primary samples, but we can still utilize the LOD and adaptive sampling.

3.6 Discussions and Limitations
The primary advantage of our method is that it scales well with the number
of objects in a scene. Our algorithms result in significant savings in vertex and
fragment processing cost, in which brute-force accumulation buffering leads to
significant overhead. Such benefit becomes proportionally greater with
increasing complexity of scenes.
Since our LOD management and adaptive sampling inherit a multiview
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significantly fewer errors than the previous real-time approaches in terms of
visibility artifacts. However, subsample blur may fail to deliver correct
visibilities, because it uses a single-layer approximation without hidden layers.
It is recommended to use a small number of subsamples, yet even this makes
sampling much denser (e.g., 4 subsamples result in a 5× denser sampling). In
our experiments, the use of 3-4 subsamples worked best in terms of qualityperformance tradeoff.
Our LOD management performs best for individual objects where a single
COC bound is appropriate. A large object spanning a wide COC range (e.g.,
terrain or sky) does not benefit from LOD management. However, our LOD
metric (3.3) does not enforce an incorrect LOD choice for such objects, because
the minimum COC is taken as the representative COC. When the objects are
visible everywhere, their minimum COC are roughly zero, resulting in L = 0.
Our system requires increased amounts of memory space. With respect to
CPU memory, we need to store multiple levels of object geometries. Let the
scene size be 1. Then, the additional memory space is 1/(s − 1) (s=reduction
factor). For example s = 2, we need the twice of the input scene size. As for
GPU memory, additional memory depends on the display resolution (W × H;
assume W > H) and the number of lens samples (N). By using 16-bit floatingpoint depth (i.e., 3 (RGB) + 2 (depth) = 5 bytes), a single pixel at most
consumes (N + (log 2 𝑊 + 1) + 1) × 5 bytes) for N frame buffers, (log 2 𝑊 + 1Nbuffers, and 1 sprite texture, respectively. For instance, when N = 32, 33 MB is
required for 1024 × 768 resolution. Such small amounts of memory does not
make a problem in practice, but increasing resolutions and excessive number of
lens samples could make a problem; for example, 1080p and 512 lens samples
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require roughly 1 GB.
The excessive memory problems can be partly solved by grouping lens
samples and separately processing them. A better solution is to implement the
concept of our LOD and adaptive sampling using tessellation shaders (available
from the latest GPUs). By using them, we can turn our LOD management
entirely into an on-the-fly framework and can also apply dynamic deformation
easily, while significantly reducing the memory overhead and pre-computation
time.
Despite our subsample blur technique, we still need dense sampling for
significant degrees of blur to avoid banding artifacts. Fortunately, our LOD
metric can be used for other sampling-based rendering algorithms, as long as
Halton sampling can be employed. In this sense, a good direction for future
research is to combine our LOD metric with stochastic rasterization, which
significantly reduces the perceived banding artifacts.
The individual components of our algorithm are useful even for other multiview applications, such as motion blur, under an alternative strategy that avoids
popping. For instance, motion blur can use displacements as an LOD metric, and
two groups of uniform sampling can ensure that transition popping is avoided.
The subsample blur can further improve performance with minimal quality loss.
Also, combining defocus and motion blur is an interesting topic for further work,
in particular for the selection of effective LOD for both.
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Chpater 4

Expressive Chromatic

Accumulation Buffering for Defocus Blur

4.1 Modeling of Chromatic Aberrations
This section describes the thin-lens model [1, 4, 34] and our extensions for
chromatic aberrations.

4.1.1 Thin-Lens Model

While the real lens refracts rays twice at optical interfaces (air to lens and
lens to air), the thin lens refracts them only once at a plane lying on the lens
center (see Figure 4.1). The effective focal length F characterizes the model
using the following thin-lens equation:

uf =

𝐹𝑑𝑓
,
𝑑𝑓 − 𝐹

where 𝑑𝑓 > 𝐹.

(4.1)

uf and df are a distance to the sensor and the depth at a focusing plane,
respectively. Let the effective aperture radius of the lens be E. The signed
radius of circle of confusion (CoC) C in the object distance d can be written as:

C= (

𝑑𝑓 − 𝑑
) E.
𝑑𝑓
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(4.2)

u

The image-space CoC radius c is scaled to (− 𝑑f) 𝐶. Object-space defocus
rendering methods [4, 5] commonly rely on discrete sampling of the lens. Let
a lens sample defined in the unit circle be 𝐯. Then, the object-space 2D offset
becomes C𝐯. While the original accumulation buffering jitters a view for each
lens sample to resort to the “accumulation buffer,” our solution instead displaces
objects by C𝐯, which is equivalent but more friendly with graphics processing
units (GPUs).

Figure 4.1 The conventional thin-lens model [1, 4].
4.1.2 Axial Chromatic Aberration

The first type of the chromatic aberration is the axial (longitudinal)
aberration in which a longer wavelength yields a longer focal length (Figure 4.2).
Such variations of the focal length can be found in the famous lens makers'
equation as:

1
1
1
= (n(λ) − 1 ( − ),
𝐹(𝜆)
𝑅1 𝑅2
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(4.3)

where λ is a wavelength, and n(λ) is a λ-dependent refractive index. R1
and R 2 refer to the radii of the curvatures of two spherical lens surfaces. The
surface shape is usually fixed, and refractive indices only concern the focal
length variation. Also, the thin lens does not use physically meaningful R1 and
R 2 (to find absolute Fs), we use only relative differences of wavelengths in
refractive powers.

Figure 4.2 Axial chromatic aberration.
The dispersion is analytically modeled using empirical equations such as
Sellmeier equation [57]:

n2 (λ) = 1 +

𝐵1 𝜆2
𝐵2 𝜆2
𝐵3 𝜆2
+
+
,
𝜆2 − 𝐶1 𝜆2 − 𝐶2 𝜆2 − 𝐶3

(4.4)

where B{1,2,3} and C{1,2,3} are empirically chosen constants of optical
materials and can be found from open databases [58]. For instance, BK7 (one
of common glasses) used for our implementation is characterized by B1 =
1.040, B2 = 0.232, B3 = 1.010, C1 = 0.006, C2 = 0.020, and C3 = 103.561.
To incorporate the differences of the chromatic focal lengths into the thin-
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lens model, we can move either the imaging distance uf or the focal depth df in
(4.1). Since moving uf (equivalent to definition of multiple sensor planes) does
not physically make sense, we define df to be λ-dependent.
It is convenient to first choose a single reference wavelength 𝜆̂ (e.g., the
red channel in RGB). Let its focal length and focal depth be 𝐹̂ = 𝐹(𝜆̂) and 𝑑̂𝑓 ,
respectively. The focal depth df (𝜆) is then given by:

df (λ) =

𝐹̂ 𝑑̂𝑓 𝐹(𝜆)
,
𝐹̂ 𝑑̂𝑓 − 𝐹(𝜆)𝑑̂𝑓 + 𝐹(𝜆)𝐹̂

(4.5)

where
𝐹̂ 𝑑̂𝑓 − 𝐹(𝜆)𝑑̂𝑓 + 𝐹(𝜆)𝐹̂ > 0.

(4.6)

Lastly, replacing df with df (𝜆) in (4.2) leads to the axial chromatic aberration.
So far, the definition was straightforward, but no control was involved. To
make F(λ) more controllable, we introduce two parameters t and θ (Figure
4.3). t is a tilting angle of chief rays (or field size [2])─chief rays pass through
the lens center. We normalize the angle so that objects corresponding to the
outermost screen-space pixels have t= 1 and the innermost objects (in the
center of projection) t = 0. θ is a degree of rotation revolving around the
optical axis; e.g., objects lying on the Y-axis have θ = π/2.
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Figure 4.3 Definition of the two control parameters, 𝐭 and 𝛉.
While the axial chromatic aberration prevails regardless of t [2], we model
it with linear decay to the image periphery to separate the roles of the axial and
lateral aberrations; the lateral one is apparent on the image periphery. The
linear decay is modeled as interpolation from F(λ) at the center (t = 0) to 𝐹̂ at
the periphery (t = 1), which can be defined as:

F(λ, t, θ) = lerp (F(λ), 𝐹̂ , A(t, θ)),

(4.7)

where lerp(x, y, t) = x(1 − t) + yt and A(t, θ) is the linear interpolation
parameter. For the standard chromatic aberration, we use a simple linear
function A(t, θ) = t, but later extend it for nonlinear modulation for more control
(in Sec. 4.3).
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4.1.3 Lateral Chromatic Aberration

The other sort of chromatic aberration is the lateral chromatic aberration
(Figure 4.4) or chromatic differences of transverse magnifications [2] (often
called the color fringe effect). Whereas rays having the same tilting angle are
supposed to reach the same lateral positions, their chromatic differences make
them displace along the line from the sensor center.

Figure 4.4 Lateral chromatic aberration caused by off-axis rays.

Incorporation of the lateral aberration in the thin-lens model can be done in
two ways. We can shift the lens so that chief rays pass through the shifted lens
center (Figure 4.5a), or scale objects to tilt chief rays (Figure 4.5b). The
former involves per-pixel camera shifts, but the latter per-object scaling. In
GPU implementation, per-object scaling is much convenient (using the vertex
shader), and we choose the latter.
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Figure 4.5 Two ways of obtaining lateral chromatic aberrations: (a) lens shifts and (b) scaling
objects.
Lateral chromatic aberration scales linearly with the field size (t in our
definition) [2], where image periphery has a stronger aberration. However, the
exact magnification factor cannot be easily found without precise modeling, and
thus, we use a user-defined scale k l . It is also required to scale the
magnification factor m(λ) by the relative differences of wavelengths, giving the
lateral magnification factor as:

m(𝜆, 𝑡) = 1 + k l (𝜆̂ − 𝜆)L(t, θ).

(4.8)

L(t, θ) = t is used for the standard chromatic aberration, but also extended in
Sec. 4.3 for expressive control.

4.2 Chromatic Aberration Rendering
This section describes the implementation of our basic model and the unified
sampling scheme for continuous dispersion.
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4.2.1 Chromatic Accumulation Buffering

We base our implementation on the accumulation buffering [5], which
accumulates samples on the unit circle to yield the final output. As already
alluded to, we adapt the original method so that objects are displaced by the 3D
offset vector defined in (4.2). In our model, dispersion yields a change only in df
in (4.2). Presuming GPU implementation, the object displacement can be easily
done in the vertex shader. The pseudocode of the aberration (returning an
object-space position with a displacement) is shown in Algorithm 4.1. The code
can be directly used inside the vertex shader.
For the dispersion, we may use RGB channels by default, implying that the
rendering is repeated three times for each channel; we used wavelengths of 650,
510, and 475 nm for the RGB channels, respectively. When the wavelength or
focal length of the reference channel is shorter than the others, df (𝜆) can be
negative. To avoid this, we use the red channel as the reference channel (i.e.,
𝜆̂ = 650).

4.2.2 Continuous Dispersive Lens Sampling

The discrete RGB dispersion may yield significant spectral aliasing. Even
when increasing the number of lens samples, the problem persists. Our idea for
continuous dispersive sampling is to spatio-spectrally distribute lens samples.
This easily works with the accumulation buffering, since we typically use
sufficient lens samples for spatial alias-free rendering.
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Algorithm 4.1 Chromatic Aberration.

To realize this idea, we propose a smart sampling strategy that combines the
wavelength domain with the lens samples. In other words, we extract 3D
samples instead of 2D lens samples. This idea is similar to the 5D sampling used
in the stochastic rasterization [20], which samples space, time, and lens at the
same time. While the 2D samples are typically distributed on the unit circle (this
may differ when applying the bokeh or spherical aberrations), spectral samples
are linearly distributed. As a result, the resulting 3D samples resemble a
cylinder in which the circular shape is the same as the initial lens samples and
its height ranges in [λmin , λmax ], where λmin and λmax are the extrema for the
valid sampling (Figure 4.6).
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Figure 4.6 Comparison of (a) 2D sampling with RGB channels and (b) our 3D cylindrical
sampling for continuous dispersion.
More specifically, we use Halton sequences [49, 50] with three prime
numbers of 2, 7, and 11. The xy components of samples are mapped to the
circle uniformly, and z component the cylinder's height. Since the spectral
samples define only the wavelengths, we need to convert the wavelength to the
spectral intensity in terms of RGB color, when accumulating them. We use the
empirical formula [59]. Normalization across all the spectral samples should be
performed; in other words, we need to divide the accumulated intensities by the
sum of the spectral samples (represented in RGB). In this way, we can obtain
smoother dispersion, while avoiding the use of additional spectral samples.
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4.3 Expressive Chromatic Aberration
In the basic model (Sec. 4.1), we used a simple linear function to
parametrically express the axial and lateral chromatic aberrations. This section
describes their non-linear parametric extensions and the spectral equalizer to
emphasize particular dispersion ranges.

4.3.1 Expressive Chromatic Aberration

The basic formulation of the chromatic aberration used simple t as a
parameter for linear interpolation so that the aberration is linearly interpolated
from the center to the periphery in the image (Eqs. (4.7) and (4.8)). We now
extend them to nonlinear functions of t and θ.
To facilitate easy definition of nonlinear functions, we use a two-stage
mapping that applies pre-mapping and post-mapping functions in a row. This
is equivalent to a composite function M(t, θ) defined as:

M(t, θ) = g(t, θ) ° 𝑓(t, θ) ∶= 𝑔(𝑓(𝑡, 𝜃), 𝜃),

(4.9)

where both L(t, θ) and A(t, θ) can use M . For example, exponential
magnification following the inversion can be L(t, 𝜃) = exp(1 − t), combining 𝑓(t) =
1 − t and g(t) = exp(t).
Atomic mapping functions include simple polynomials (𝑓(t) = t 2 and 𝑓(t) = t 3 ,
exponential (𝑓(t) = exp(t)), inversion (𝑓(t) = 1 − t), reciprocal (𝑓(t) = 1/t), and
cosine (𝑓(t) = cos(2πt)) functions. The polynomials and exponential functions
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are used to amplify the aberration toward the periphery (exponential is
stronger). The inversion and reciprocal are used to emphasize the center
aberration; in many cases, the reciprocal function induces dramatic looks.
Finally, the cosine function is used to asymmetric rotational modulation using
θ in the screen space. Their diverse combinations and effects are shown in
Figure 4.10.

4.3.2 Spectral Equalizer and Importance Sampling

The basic expressive aberration concerns only spatial variations, but there
are further possibilities in dispersion. We may emphasize or de-emphasize
particular ranges of dispersion. It can be easily done by defining continuous or
piecewise weight functions on the spectrum; the spectral intensities need to be
re-normalized when the weights change (see Figure 4.7a and Figure 4.7b for
example comparison; more examples are shown in Sec. 4.4).
One problem here is that ranges with weak weights hardly contribute to the
final color. Thus, their rendering would be redundant, and spectral aliasing is
exhibited. To cope with this problem, we employ spectral importance sampling
using the inverse mapping of cumulative importance function, which is similar
to histogram equalization. This simple strategy greatly improves the spectral
density (see Figure 4.7c), and ensures smooth dispersion with spectral
emphasis.
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Figure 4.7 Comparison of uniform sampling without (a) and with (b) weights and spectral
importance sampling (c).

4.4 Results
In this section, we report diverse results generated with our solution. We
first report the experimental configuration and rendering performance. Then,
we demonstrate the basic chromatic defocus blur rendering and more
expressive results.

4.4.1 Experimental Setup and Rendering Performance

Our system was implemented using OpenGL API on an Intel Core i7 machine
with NVIDIA GTX 980 Ti. Four scenes of moderate geometric complexity were
used for the test: the Circles (48k tri.), the Antarctic (337k tri.), the Tree (264k
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tri.), and the Fading man (140k tri.); see Figure 4.9. The display resolution of
1280×720 was used for the benchmark.
Since our solutions add only minor modifications to the existing vertex
shader, the rendering costs of all the methods except the pinhole model
(detailed in Sec. 4.4.2) are nearly the same. We assessed the performance using
our dispersive aberration rendering without applying expressive functions
(CA-S in Sec. 4.4.2).
Table 4.1 summarizes the rendering performance measured along with the
increasing number of samples (the number of geometric rendering passes). As
shown in the table, the rendering performance linearly scales with the number
of samples and fits with real-time applications up to 64 samples.

4.4.2 Chromatic Defocus Blur Rendering

We compare five rendering methods: the pinhole model, the reference
accumulation buffering without chromatic aberration (ACC) [5], our chromatic
aberration rendering applied with RGB channels (CA-RGB), our chromatic
aberration rendering with continuous spectral sampling (CA-S), and CA-S with
expressive control (CA-SX). Our solutions (CA-RGB, CA-S, and CA-SX)
commonly used the accumulation buffering yet with the modification to the
object displacement. All the examples used 510 samples; CA-RGB used 170
samples for each channel. CA-S used spectral samples in [λmin , λmax ] = [380,780]
nm. CA-SX used the mapping function of a(t, θ) = l(t, θ) = 1/(1 − t), which is the
simplest yet with apparent exaggerations in our test configurations; more
diverse examples of the expressive chromatic aberrations are shown in Sec.
4.4.3.
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Figure 4.8 Comparison of axial-only and lateral-only chromatic aberrations.
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Figure 4.9 Comparison of the results generated with five rendering methods: (a) the pin-hole
model, (b) the standard accumulation buffering (ACC), (c) chromatic aberration with RGB
channels (CA-RGB), (d) continuous dispersive aberration (CA-S), and (e) expressive chromatic
aberration (CA-SX). Our models include both the axial and lateral aberrations.
We first compare examples applied either of the axial or lateral chromatic
aberrations (Figure 4.8). As seen in the figure, the axial aberration gives soft
chromatic variation around at the center region, while the lateral aberration
affects stronger peripheral dispersion.
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Table 4.1 Evolution of performance (ms) with respect to the number of lens samples (N) for
the four test scenes.

Figure 4.9 summarizes the comparison of the methods with insets in the red
boxes. The pin-hole model generates an infinity-focused image that appears
entirely sharp, and ACC generates standard defocus blur with focused area and
blurry foreground/background. In contrast, CA-RGB shows the basic chromatic
aberration, where out-of-focus red and blue channels are apparent in different
locations. CA-S generates much naturally smoother dispersion without spectral
aliasing/banding in CA-RGB. The Circles scene most clearly shows the
differences between CA-RGB and CA-S, and the Tree scene example very
resembles those often found in real pictures. CA-SX shows dramatic
aberrations with much clear and exaggerated dispersion. The wide spectrum
from violet to red strongly appears particularly in the image periphery.

4.4.3 Expressive Chromatic Aberration
Figure 4.10 illustrates diverse examples generated with our expressive
chromatic aberration with insets (the red boxes in the figure). The top and
second rows graphically visualize the mapping functions, A(t, θ) and L(t, θ), for
the axial and lateral aberrations, respectively. Many non-linear mapping
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functions can exaggerate the appearance beyond the physical limits, while
artistically emphasizing dispersions.
The basic axial aberration in our model manifests itself in the center of the
image. In Figure 4.10a and Figure 4.10e, it spreads out from the image center.
Applying steeper increasing functions (e.g., exp()) exaggerates the degree of
axial aberration (see the horse head in Figure 4.10c). Negative or decreasing
functions move the lateral aberrations to the image periphery (see the horse
tail in Figure 4.10b). Angular modulation using cos(θ) rotationally modulates the
degree of axial aberration (Figure 4.10d).
The effect of the lateral exaggeration is much stronger than the axial
exaggeration. Similarly to the axial exaggeration, increasing functions such as
linear or exponential functions amplify the degree of aberration more strongly
around the image periphery (see Figure 4.10a and Figure 4.10d). By contrast,
the negative functions swap the direction of dispersion (red to blue; see Figure
4.10b). Angular modulation creates rotational switching of the dispersion
direction (Figure 4.10c and Figure 4.10e).
The examples of the spectral equalizer (with spectral importance sampling)
are shown in Figure 4.11. The top row indicates user-defined importance
functions along with their spectral weights (i.e., RGB color) in the second row.
The examples show that, used with care, more colorful aberrations can be
produced. Also, as seen in the figure, even an exaggerated spectral profile does
not incur spectral banding artifacts that can occur without our spectral
importance sampling.
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Figure 4.10 Expressive combinations of nonlinear interpolation functions (A and L) for the
axial and lateral chromatic aberrations.
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Figure 4.11 Examples generated with the spectral equalizer and importance sampling for
spectrally-varying dispersions.
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4.5 Discussion and Limitations
Our

work

focuses

solely

on

the

chromatic

aberrations.

Modeling

monochromatic aberrations and integrating them together would be a good
direction for further research. We envision the spherical aberration and
curvature of field would take a similar approach to ours. We additionally note
the redundancy shared among the individual effects (many of them are mixed
in the single image) need to be considered carefully.
Our model does not include the angular attenuation at the refraction that is
usually computed using the Fresnel equation. The angular attenuation is closely
related to the vignetting effect, making the image periphery darker than the
center.
The current formulation of our basic model is based on the linear decay to
the periphery. There exist better formulations (e.g., Zernike polynomials [60]).
Basing the standard and expressive control on the more precise models would
be a good direction for future work.
We used the accumulation buffering to employ our aberration model. While
expressive and precise, the rendering is more costly than the typical
postprocessing for real-time applications. We encourage ones to adapt and
integrate our model to the postprocessing for more practical applications.
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Chpater 5

Dynamic Bokeh Rendering with

Effective Spectrospatial Sampling

5.1 Visibility Sampling
Bokeh is not only complicated in its intrinsic appearance, but also observed
differently by varying visibilities between camera and objects. Computing
visibilities of bokeh in the background blur (in short, back bokeh) with focused
objects can be simply approximated with depth-based masking [12, 13].
However, handling partial occlusions in the bokeh with blurry objects is nontrivial, and requires to evaluate scene-dependent visibilities (see Figure
5.1(a)).

Figure 5.1 General defocus-blur rendering accumulates all the ray samples through the lens
(a), but may waste samples when we need only highlights (the red lines). In contrast, our
projection from the highlight onto the lens obtains precise visibility without redundancy
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To this end, we introduce an efficient visibility sampling technique, which
decouples it from those for regular objects and attains pixel-accurate
visibilities (see Figure 5.1 (b)). We first derive a point-source model, and
extend it to an area-source model.

5.1.1 Point-Source Model

The bokeh rendering naturally follows the same principle in visibility
sampling, as done in general defocus-blur rendering [4]; we also follow the
sampling-based approach. Given a point q on the sensor, its intensity I(q) is
the integration of the visible rays that pass through the lens system to the
sensor, as expressed as:
I(𝐪) = 𝑓(Ψ(𝐪), Ω),

(5.1)

Where Ψ(𝐪) is the set of outgoing (leaving the lens system) ray samples
that originate from q, and Ω is the set of scene objects. 𝑓 is a discrete
integration function defined as:
𝑓(𝑅, 𝑂) ∶= ∑

∑
r∈𝑅

𝐿(𝐩)𝑣(𝐫, 𝐩),

(5.2)

p∈𝑂

Where R is a set of rays, O is a set of objects, L(p) is the radiance of p, and

v(r,p) is the visibility function (having 1 or 0) of p with respect to r. Here,
for every r (corresponding to a view in the multi-view rendering), the
visibilities of all the objects require to be evaluated. As already alluded to, this
classical way needs very dense sampling of the rays to avoid aliasing from
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undersampling.
Our idea to cope with the problem is decoupling of the sampling density of
the highlights (potential bokeh sources) from those of regular objects so that
visibilities for the highlights are sampled densely. Let the sole set of highlights
be Φ. Also, let another (denser) set of rays be Φ(𝐪). We then derive the
following decomposition:
I(𝐪) = 𝑓(Ψ(𝐪), Ω − Θ) + 𝑓(Φ(𝐪), Θ).

(5.3)

Eq. (5.3) gives us a chance to greatly improve the bokeh rendering. Firstly,
we can focus on improving the evaluation of visibilities of the highlights without
involving regular objects. Secondly, the appearance of the bokeh becomes
controllable for quality-performance tradeoff. For instance, we can use denser
sampling only for the bokeh and employ additional acceleration techniques.
Despite the decoupling, the other regular objects (Ω − Θ) are still involved in
the visibility evaluation for bokeh, because they can occlude the highlights. This
poses a significant challenge. Figure 5.1(a) illustrates an example of this
problem. Whereas only the red lines (to the highlights) are of our interest, we
still have to test intersections against all the objects. This is obviously too costly.
Further, it is prone to erroneous intersection unless dense sampling is provided.
To solve this problem, we introduce a forward batch visibility sampling.
When we evaluate visibility of a highlight, its visibility is only related to rays in
the cone formed by the source and the lens at the entrance to the lens system.
Then, a forward tracing from the highlight only considers effective blockers
potentially blocking the highlight. Further, this forward ray casting is equivalent
to the rasterization on the frustum conservatively enclosing the cone, which
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allows us to use a efficient GPU-based projection; see Figure 5.1(b). In this
way, we can attain virtually full (pixel-accurate) visibilities without aliasing,
and keep sparse sampling for regular objects.
The efficiency of our visibility sampling stems from less dependency to ray
samples and more dependency to highlight complexity. Let the COC size of a
bokeh be C. For example, given C=200, the classical approach requires 200 2
lens samples per pixel for full visibility sampling; a bokeh texture resolution is
typically higher than C2. In contrast, ours requires to evaluate only |Θ| (number
of highlights) samples. Since |Θ| is much less than C2 in practice, ours becomes
much more efficient. In addition, we can further reduce the cost for visibility
intersection test with visible object determination similarly to the occlusion and
view-frustum culling (view frusta for highlights are typically very small) and
more aggressive approximations.

5.1.2 Area-Source Approximation

Since there may be multiple highlights in the scene, we repeat the visibility
evaluation for the point source of each highlight. When there are too many
highlight sources, such brute-force repetition can be too costly, and an
approximation helps for higher performance.
Our idea for the approximation is the reuse of visibilities of the bokeh
sources. We first cluster and merge neighboring sources by averaging their
positions and accumulating the intensities. Since the similar patterns are used
for the texture, the reuse of visibility maps is equivalent to screen-space
filtering by their parallax. We use the kernel size of the area source in screenspace. For the area sources, it is simply approximated by blurring with the
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radius of the circles enclosing the sources. When visibility changes, we also
need to apply blurring, but with different kernel sizes. A precise solution need
to find kernel size based on the depth of the objects. A simpler approximation
is to use the average depth 𝑑𝑎𝑣𝑔 to define the screen-space kernel size 𝑟𝑠 :

𝑟𝑠 = (𝑟𝑏

𝑑𝑏 − 𝑑𝑎𝑣𝑔
𝑑𝑏
1
),
)(
)(
𝑑𝑏
𝑑𝑎𝑣𝑔 2𝐸𝑐

(5.4)

where 𝑟𝑏 , 𝑑𝑏 , 𝐸, and c are average radius of bokeh, distance to the lens to
bokeh, lens radius and image-space COC size, respectively.

5.2 Bokeh Appearance Improvements
Reproduction of realistic bokeh effects involves many optical effects
including aberrations, distortions, dispersion, diffraction, optical vignetting, and
noise. Since most of them are intrinsic characteristics of the optical systems,
we can pre-compute them to a great extent so that run-time splatting uses a
precomputed LUT. To this end, this section presents our compact encoding of
the ray-traced bokeh patterns, parameter transformation for high-dimensional
deformation, and further improvements.

5.2.1 Texture Encoding

A physically-based ray tracing through the entire optical system can capture
natural complex appearances [7, 38, 16, 18, 19, 61]. We also trace rays
similarly to the previous work, and store the intensity profile into a texture in
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the preprocessing. At runtime, the splatting integrates visibilities to bokeh
textures generated from the pre-computed profile.
Faithful profiling requires iteration with many parameters. What matters in
our observation includes 7-D parameters: an object position 𝐩 ≔ (𝑥, 𝑦, 𝑑), a lens
sample v ≔ (𝑠, 𝑡), a focal depth df, and wavelength λ (for spectral dispersion).
Obviously, brute-force measurements for such high-dimensional sampling may
suffer from excessive memory requirements and GPU-unfriendly (limited to a
3D texture). Hence, an effective dimension reduction is crucial for storage and
run-time performance.
To remain compact, we encode the profile in a 2D texture, and derive a
mapping to the 2D texture coordinate for the others. In order for the mapping
to be controllable in many previous rendering methods without a full ray tracer,
we base our parametric mapping on the thin-lens model [1] (Figure 5.2):

𝑑(𝑢) =

𝑢𝐹
𝑑𝐹
and 𝑢(𝑑) =
,
𝑢−𝐹
𝑑−𝐹

where F, d (>F), and u (>F) are focal length, object distance, and
distance, respectively.

Figure 5.2 The thin-lens model [1].
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(5.5)
image

Precisely, we consider objects only on the optical axis (i.e., x=0, y=0), and
batch-cast rays from p to all the (s,t) samples on the entrance pupil. Then,
given p, images on the sensor side appear no more points, but COCs whose
intensity distributions depend on the image distance. Since the image is radially
symmetric in practice (except for anamorphic lenses), we can further simplify
the 2D profile into 1D lines (see Figure 5.3); the 1D lines are functions of
screen-space offset r of sprite pixels from the center of the sprite.
We measure the sensor-side images with respect to a fixed focal depth dr,
and then, end up with a 2D texture that encodes 1D profiles against the image
distance uf (see Figure 5.3). uf is densely (e.g., 512) sampled from the last
optical element through the sensor plane to the camera body frame. d r for the
measurement is chosen to maximize the effective COC sizes in the image space,
corresponding to the nearest distance to the lens (Figure 5.3). We choose dr a
bit farther than focal length F.

Figure 5.3 Ray tracing-based profiling of the bokeh textures along image distances and its
compact 2D encoding.
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However, the profiles cannot be directly mapped to a particular imaging
configuration, since 𝑢𝑓 (sensor plane) moves; in reality, object positions move.
Instead, we interpret them based on duality between u and d. Each pattern at
𝑢𝑓 is equivalent to the image formed by an object at 𝑑𝑟 , when a focus is at df =
𝑑(𝑢𝑓 ). Hence, given any focal distance 𝑑𝑓 , we can find the image of the object
at 𝑑𝑟 at 𝑢(𝑑𝑓 ). Eventually, we can find focus-dependent images for the object
at 𝑑𝑟 using the texture coordinate t:=(u(df),r).
Note alternative measurements along d for image distance ur are non-trivial
in handling discrete sampling of unbounded 𝑑 ∈ [𝐹, ∞).
5.2.2 Texture Parameter Mapping

In the previous formulation, we use t:=(u,r) to fetch a texel in the texture,
where r abstracts v. Here, we provide mapping functions for the other
parameters to reuse the precomputed profile.
Object Depth Since we can find the image of the object at 𝑑𝑟 , what we need
next is an image for a different object distance 𝑑′ given the same 𝑑𝑓 . We
assume the profiles linearly scale for different object distances (not entirely
true in theory). Then, we can find the mapping from the configuration (𝑑′, 𝑑𝑓 ) to
(𝑑𝑟 , 𝑑′𝑓 ) so that both have the identical image-space COC size as:
𝑐(𝑑′, 𝑑𝑓 ) = 𝑐(𝑑𝑟 , 𝑑𝑓′ ),

where c is image-space COC [1], defined as:
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(5.6)

𝑐(𝑑, 𝑑𝑓 ) = (

𝑑 − 𝑑𝑓
𝐸𝐹
)(
),
𝑑𝑓 − 𝐹
𝑑

(5.7)

and E is the effective lens radius. Solving Eq.(5.6) for the unknown 𝑑𝑓 , we
can find the texture coordinate 𝑢(𝑑′𝑓 ) for the object at 𝑑′.
Spectral Dispersion Dispersion can be similarly handled, but in this case, the
focal length 𝐹(λ) varies by wavelength. For parameter conversion, we extend
Eq.(5.7) to a chromatic version:

𝑐(𝑑, 𝑑𝑓 , 𝜆) = (

𝑑 − 𝑑𝑓
𝐸𝐹(𝜆)
)(
),
𝑑𝑓 − 𝐹(𝜆)
𝑑

(5.8)

where 𝐹(λ) = 1/(n(λ) − 1) and n is a refractive index. Then, conversion for a
different wavelength λ can be done by solving:
𝑐𝜆 (𝑑, 𝑑𝑓 ) = 𝑐𝜆 𝑟 (𝑑, 𝑑′𝑓′ ),

(5.9)

Where 𝜆𝑟 is the wavelength used for recording the profile, and 𝑑′′𝑓 is the
parameter for the texture lookup in the profile. We note that our approach again
assumes

the

pattern

linearly

changes

as

wavelength

changes.

This

approximation trades precision to some extents for performance and storage
efficiency.

5.2.3 Advanced Appearance Models

Here, we describe further considerations beyond the intensity profile, which
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are found in the previous literature.
Aperture Once we have a texture coordinate, we can restore a 2D intensity
profile, which is radially symmetric. However, the shape itself resembles the
diaphragm under higher f-stops (i.e., partial diaphragm opening). The aperture
can be defined as a binary mask. We multiply it with the 2D intensity profile,
and obtain the 2D sprite. More realistic aperture textures can incorporate
granular noises [38] and near-field ringing [62].

Distortion Additional non-trivial radial aberrations are found at periphery
such as barrel and pin-cushion distortions. To reflect the distortions, we apply
a simple parametric warping based on the division model [63], defined as:

𝐮=𝐜+

𝐝−𝐜
,
1 + 𝐾|𝐝 − 𝐜|2

(5.10)

where u, c, and d are an undistorted point, the center of the screen, and a
distorted point, respectively. K is an empirical coefficient to control the shape
(e.g., -0.1 for the barrel distortion).

Optical vignetting Optical vignetting, often dubbed as the “cat's eye”, is an
effect that is caused by the reduction of lens openings, which causes elliptic
bokeh patterns at the periphery; the reflection from housing is negligible.
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Figure 5.4 The model for optical vignetting [64].
We again prefer an analytic model to the precise ray tracing (naturally
achieving this effect) to apply the model to the thin-lens based rendering. The
unblocked area can be approximately obtained as the intersection of the
projection of an earlier opening onto a rear element along the angle of the
incident rays from the optical axis [64] (Figure 5.4). The simplest way is
involving the entrance pupil and the smallest element, leading to a sharp crop at
the boundary. When the openings are reduced at multiple elements, smooth
gradual edge is observed.

5.3 Rendering
In this section, we present more details of the online rendering, given the
input textures. In addition to the intensity profile texture (Sec.5.2.1), we
prepare the pre-defined aperture shape texture and the noise texture
(Sec.5.2.3).
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Highlight Extraction The first step is the extraction of highlights (potential
sources for strong bokeh). Pixels in the pre-rendered and depth-peeled pinhole image are examined, and bright (above a constant threshold) pixels are
chosen as highlights.
Straightforward way often extracts too many sources (e.g., >1k). In such a
case we can merge them as a smaller number of area sources for real-time
rendering.

Visibility Sampling Visibility sampling is repeated for each highlight. We
consider each highlight as a camera, and rasterize the scene depths toward the
lens. When any object is rasterized, it indicates the highlight is blocked. Also,
the average in the depth map is used to approximate the kernel size to blur the
visibility map.

Culling The visibility sampling is a bottleneck in our pipeline, since it involves
the multi-pass geometry rendering. We can improve the performance using
lower resolutions of the visibility map and rendering with only visible objects
from each highlight to lens. The view of the highlights have much lower field of
view than the regular rendering; a complex scene may benefit from the culling
(up to 80-90% for the SS scene).
We can obtain 3D position of each pixel in the depth-peeled pin-hole image
with backward mapping. Then, we test whether it is in the cone formed by the
source and the lens, which corresponds to the view of the highlight. If it is lie
within the cone, the corresponding object is marked to be rendered in the
visibility map of the bokeh. We use the lower resolution image for real-time
performance; the adequate results of visibility can be achieved without higher

68

pixel-wise comparison because the object typically spans over multiple pixels.
We cannot handle the objects that are outside the view-frustum of camera
but visible from the highlight. However, as mentioned above, the view-frustum
of bokeh has a very lower field of view compared to the general camera, so it
appears to be very small region.

Defocus blur Our splatting solution can be merged with any other defocusblur rendering. However, since we handle highlight sources separately from
normal objects, defocus-blur rendering should be done without the highlight
sources; otherwise, duplicating rendering results in brighter results. In this
paper, we use distributed reference techniques [4, 6] for defocus-blur
rendering.
Splatting Finally, we repeatedly splat the bokeh pattern for each highlight.
The center of the sprite is its position as seen in the pinhole model, and the size
its COC size. For the intrinsic appearance, we sample from the precomputed 1D
profile at the texture coordinate (Sec.5.2.2), and optionally apply the dispersion
for different wavelengths (a simple case uses RGB). Then, we apply visibility,
noise pattern and the radial distortion. Finally, we mask the result with aperture
shape texture and the optical vignetting.

5.4 Results
In this section, we evaluate our solution in terms of quality and performance,
and provide several examples. We implemented our work on an Intel Core i7
machine with NVIDIA GeForce RTX 2080 Ti using OpenGL API. Unless noted,
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full-HD resolution (1920×1080) was used for test. We report visibility results
as a comparison of distributed reference techniques [4, 6] and appearance
results with full ray tracing of lens system. Also, we used image-based
distributed ray tracing [6] with 256 samples and four depth-peeled image for
regular defocus blur rendering and highlight extraction.

5.4.1 Visibility

Our forward batch visibility sampling only consider the visibilities between
camera and objects that entering the lens system, which follows the same
principle in general defocus-blur rendering. Hence, we compared visibility
results with accumulation buffering [5] and image-based ray tracing [6] as
references that generated with 65K samples to capture fine details. The quality
is measured against references in terms of structural similarity (SSIM) [56]
and peak signal-to-noise ratio (PSNR), and frame time (ms) for performance.
Three scenes were used for the experiments; ChristmasTree (CT; 2 objects,
24K tri.), Statue in Street (SS; 1 objects, 301K tri.), and ToyDinos (TD; 275
objects, 617K tri.). The objects in CT have planar structure and are rely on
similar depth. The SS scene is a simple scene containing one massive object.
The TD scene consists of large number of objects that has a complex geometry.

Figure 5.5 The three scenes were used for the experiments; Christmas (CH), NewYork (NY),
and ToyDino (TD).
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Figure 5.6 Comparison of partial visibility changes according to the focusing depth with
reference [5], ours, and simple depth-based masking method.
Figure 5.6 shows the results of visibility changes as focus changes from near
to far of camera with three different methods; reference, ours, and simple
depth-based masking. When the focusing depth is set to objects (second
column in the Figure), results of ours and depth-based masking achieve
similarly partial visibilities with the reference. However, if the focus is closer
to the camera or is behind the highlight, the only proposed method is able to
accurately capture the complex partial visibilities such as the overturned results.
We also compared the quality and performance of the proposed method to
the reference in terms of high-quality (HQ) and low-quality (LQ). Highquality is achieved by processing all the highlights based on the point-source
model, and only the culling is applied as an acceleration technique for
performance. Low-quality is the result of achieving maximum performance at
an appropriate level of quality through area approximation with a highlight
merge.
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Figure 5.7 Equal-time comparison of our bokeh rendering with reference, accumulation buffer
method [5], and sampling-based ray tracing [6] in terms of high-quality (HQ) and low-quality
(LQ). The general defocus-blur rendering of our bokeh rendering used image-space distributed
ray tracing with 256 samples. The V and H are the number of rendered samples for visibility
handling and highlights.
Figure 5.7 shows equal-time comparison based on the HQ and LQ. For the
HQ comparison, our approach obtain similar results with reference techniques
for all the scenes with clear shape of bokeh. Especially, the CT scene that has
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relatively simple geometric complexity has a very high degree of similarity. The
TN scene shows a high degree of similarity for complex scene that has multiple
objects with complex geometry between highlight source and camera.
The accumulation buffer method rendered fewer samples that occur noisy
results inside a bokeh as the scene becomes more complex. In the case of
image-based ray tracing, it was possible to achieve adequate results with
massive samples regardless of the complexity of the scene because it was based
on the depth-peeled image.
For the LQ comparison, our area-source approximation improves the
performance, while degrading quality marginally. The speed-up factors of our
area approximation over the point-source model reached up to 2.8, 3.4, 1.2 for
CT, SS, and TD scene, respectively. This proves the utility of area
approximation for highlights; we merge down the highlights up to 4.9%, 9.0%,
and 21% for each scene, respectively. The lower performance improvement of
TD results from the lower compression ratio of highlights and large number of
objects.
The performance of the reference techniques is basically affected by the
complexity of the scene, but the performance of our approach depends on the
number of bokeh, more precisely, the number of rendered visibility samplings.
These results can be seen in the Figure 5.8; it shows the per-stage
performance of our rendering pipeline of Figure 5.7, which includes the highlight
extraction, visibility sampling, and splatting.
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Figure 5.8 Performance of per-stage of our HQ and LQ bokeh rendering.
5.4.2 Advanced Appearance

The intensity profile is generated in offline stage with 20482 rays in bundle
tracing. Four lens systems were used for experiments (see Figure 5.9); a
simple spherical lens, triplet lens, prime lens, and zoom lens. Overall, the offline
stage takes 12-14ms. Figure 5.9 shows the intensity distributions within COCs
according to the depth of highlight source. The first row shows the composition
of the lens system and the second row shows reference results that tracing the
all the highlights according to the depth d with ray tracer. On the other hand,
our results (third row) is mapped from the pre-computed 2D texture, which
was generated with respect to the image distance uf. Our mapping from image
distance to the object distance assumes a lens system as a thin-lens model with
thin-lens equation, which results slightly differences against reference but it is
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reasonable with compact memory. As for dispersion, we uniformly sampled 48
wavelengths in [λ𝑚𝑖𝑛 , λ𝑚𝑎𝑥 ] = [380, 830] nm. Also, we used the largest
wavelength as the base wavelength to prevent the increasing of the COC size.
The further improvements on appearance beyond the visibility shown in the
Figure 5.10; it applies optical vignetting, flowed by aperture shape, noise,
distortion, and dispersion. Our method is based on the splatting method and the
performance degradation is marginal (all in less than 1 ms) because the change
of appearance is done with texture masking or simple approximation model.

Figure 5.9 Comparisons of intensity profile with respect to the object distance.
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Figure 5.10 Effects of combinations of appearance model factors.
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Chpater 6

Conclusion and Future Work

In this dissertation, the author presented a comprehensive framework for the
real-time rendering of defocus blur and bokeh. We presented a real-time
defocus rendering algorithm that augments the accumulation buffer method. Our
algorithm greatly improved performance with a reduced number of samples,
while maintaining high quality. The LOD management reduced the rendering
cost necessary to obtain results similar in quality to the reference. The discrete
LOD was integrated well using Halton sampling without transition popping. The
adaptive sampling was simple yet effective at reproducing the same results
without redundant rendering. Additional subsample blur was useful to further
enhance quality with virtually denser sampling. A combination of our algorithms
with stochastic rasterization and tessellation shaders would be a good research
direction for future work.
Also, we presented a comprehensive framework for the chromatic aberration
within the defocus blur framework. The axial and lateral chromatic aberrations
are parametrically included in the thin-lens model. Sophisticated spectral
sampling strategy enables smooth dispersion. Our model proved its utility in
expressive control, which easily obtains unrealistic yet artistic appearances in
the chromatic defocus blur. Our model can serve as a basis for further realistic
and expressive aberrations for artists who strive to create more artistic
experiences. While the majority of the optical-effect rendering focused only on
the performance, our work could inspire more creative research onto optical
effects

and

systems.

Building

more

fundamental

building

postprocessing can be another good direction for future work.
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논문요약

실시간 필드 심도 및 보케의 효율적이고 표현적인 렌더링

성균관대학교
전자전기컴퓨터공학과
정유나

본

논문은 실시간 필드

심도 및 보케 효과를 위한 GPU 기반 렌더링

알고리즘을 제안한다. 이러한 효과들은 렌더링된 이미지의 사실감을 크게 향상시킬
수 있으며, 사용자의 관심을 효과적으로 유도할 수 있게 한다. 필드 심도 렌더링
알고리즘은 (1) 이산적인 다중 해상도 모델의 적용과 불연속성을 없애기 위한 인접
두 모델의 샘플 블렌딩 방안, (2) 샘플 재사용을 통한 효율적인 샘플 적용, 그리고
(3) 높이 맵 레이 케스팅 기반 슈퍼 샘플링 적용 방안을 제안한다. 이러한 세 가지
방안은 함께 적용되어 기존의 물리 기반 방안인 누적 버퍼 기법과 유사한 수준의
이미지 품질을 유지하면서 높은 렌더링 성능을 얻을 수 있게 한다. 또한, 본 논문은
필드 심도 렌더링에서의 표현적 색수차 효과 적용을 위한 파라메트릭 모델을
제안하며, 누적 버퍼 기법 기반 효과적인 구현 방안을 소개한다. 제안하는 모델은
얇은 렌즈 모델을 기반으로 하여 축상색수차와 배율색수차를 적용하며, 이는
물리적인 제한을 넘어 비선형적이거나 예술적 형태로 결과를 쉽게 생성할 수
있도록 한다. 제안하는 방안은 렌즈와 스펙트럼을 포함하는 새로운 통합 3D
샘플링 방식을 사용하여 연속적인 분산 결과를 표현한다. 또한, 특정 분산 범위를
강조하기 위하여 스펙트럼 이퀄라이저를 적용한다. 결과적으로, 제안하는 방안은
이전의 물리 기반 렌더링 방안과 달리 색수차 형태의 직관적이고 명시적인 제어를
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가능하게 한다. 마지막으로, 본 논문은 미리 계산된 스프라이트를 스플랫팅하는
기법에

기반하면서도

동적으로

가시성과

형태를

고려하는

기법을

소개한다.

하이라이트 소스에 대해 과도한 샘플링을 수행하여 엘리어싱을 제거하는 방안 대신,
저자는 하이라이트로부터 래스터를 수행하여 가시성을 효과적으로 샘플링하는
방안을 소개한다. 제안하는 스플랫팅 기법은 오브젝트의 거리에 따른 빛의 분포
변화를 미리 계산해둔 2D 텍스처 하나에 기반한다. 또한 보케 형태를 동적으로
변화하기 위하여, 초점 거리, 방사형 왜곡, 광학적 비네팅 및 분산을 포함하는
효율적인 파라미터 샘플링 스키마를 소개한다. 이는 보케의 다양하고 복잡한
모양을 효율적으로 렌더링 할 수 있게 하여 디포커스 블러에서의 사실감을 크게
향상 시킬 수 있다.

주제어: 블러, 필드 심도 렌더링, 색수차, 스펙트럼 렌더링, 보케, 실시간 렌더링,
광학 효과
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