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Abstract. We present Illumination Cue-driven densification for 3D Gaus-
sian Splatting (ICGS). Effective densification should allocate more primi-
tives to regions with high geometric complexity, but the underlying scene
geometry is unavailable under image-space supervision alone. Hence, ex-
isting methods primarily rely on photometric signals such as view-space
positional gradients, which can become weak once a primitive is locally
stationary and may therefore under-densify regions containing fine ge-
ometric structures. To better drive densification, we leverage implicit
structural cues reflected in illumination patterns. Our key observation is
that the underlying 3D geometry is unknown, but its surface relief, ori-
entation, and visibility relationships leave indirect traces in illumination
patterns such as shading and shadows. The statistics of such patterns can
reveal structural discrepancies in the representation of underlying scene
structures. Our experiments show that our approach greatly improves
rendering quality with fewer primitives.

Keywords: 3D Gaussian Splatting · 3D reconstruction · Novel View
Synthesis

1 Introduction

3D Gaussian Splatting (3DGS) [22] reconstructs scenes using a set of Gaussian
primitives. Its quality improves through not only photometric supervision via
differentiable rasterization, but also densification and pruning procedures for
better approximation of a scene structure.

Densification, in principle, should reflect the underlying scene geometries so
that primitive density aligns with their structural topology and surface complexi-
ties. However, the underlying geometry or an optimal primitive distribution is
unavailable under purely photometric supervision. Hence, the previous densifi-
cations have been guided primarily by photometric cues such as 2D view-space
positional gradients [22] and their improvements in perceptual saliency [49], gra-
dient cancellation [44], and directional coherence [20]. Albeit effective in reducing
⋆ Corresponding author.
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Fig. 1: Comparison of our illumination cues (lightness and dark channel) and conven-
tional positional gradients in terms of sensitivity to fine-grained details. Significant
degradations in under-densified areas (the right yellow inset) are captured well in our
illumination cues, but are often missed in the positional gradients.

photometric errors and capturing global appearance, they leave significant room
for improvement in representing structurally complex or fine-grained regions. If
the underlying geometry were known, one could directly identify such regions
and allocate primitives accordingly. In its absence, however, an alternative signal
is needed to guide densification toward such areas.

Our key idea is that we can still find the implicit influences of unknown
true geometries in the images, and use them as image-space structural cues for
densification. Achromatic intensity and dark attenuation patterns, including local
shading, cast shadows, and contact shadows, manifest geometric structures and
fine surface relief (e.g ., ridges and cavities). However, broad under-densified Gaus-
sians often fail to explain these attenuation patterns in their supports, where such
patterns can be smoothed or washed out. We refer to these illumination-induced
patterns as implicit structural cues, as they indirectly reflect the underlying scene
geometry without requiring explicit geometric supervision.

Based on our key observation, we introduce Illumination Cue-driven densifi-
cation for 3DGS (ICGS). Instead of relying solely on positional-gradient cues,
we leverage illumination-induced structural cues. We associate the achromatic
structural patterns with lightness in CIE L∗a∗b∗ [7] (in short, Lab), and dark
channel [15], which is known to be sensitive to shadows, crevices, and seams
of natural objects; Fig. 1 exemplifies that such patterns well capture structural
discrepancies reflected in illumination, while the positional gradients do not.
Their statistics are summarized as entropy and compared with Ground Truth
(GT). The resulting discrepancy from the comparison guides densification and
modulates the initial birth opacity of newly created Gaussians. We further pro-
gressively schedule the split and clone scale thresholds, enabling stable refinement
in structurally complex regions. Our major contributions can be summarized as:

– illumination cue-driven densification that leverages image-space structural
discrepancy to identify under-represented regions without known geometries;

– introduction of two complementary cues, achromatic lightness and localized
dark channel, and their entropy-based estimation of structural discrepancy;

– demonstration of wide applicability of ICGS across diverse 3DGS backbones.
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2 Related Work

2.1 3D Gaussian Splatting

3D Gaussian Splatting (3DGS) [22] represents scenes using explicit 3D Gaussian
primitives and directly rasterizes them for real-time novel-view synthesis. It
avoids costly volumetric ray marching and achieves much more efficient rendering
than implicit Neural Radiance Fields (NeRFs) [31] and its successors [1–4,6, 10–
12,17,18,25,32,35,36,38,39,41,45].

Despite its efficient network-less rasterization, subsequent studies have im-
proved 3DGS along several directions. Compactness has been addressed through
pruning, quantization, entropy coding, and redundancy reduction [5, 8, 9, 14,26,
29, 40]. Other works improve reconstruction quality and robustness using depth
priors or implicit fields [30, 51], surface alignment [13], anti-aliasing [46], analytic
integration, frequency regularization, and learned deblurring [28,33,47].

2.2 Adaptive Density Control in 3DGS

The spatial distribution of Gaussian primitives is tightly tied to rendering quality
and efficiency. Given a fixed set of Gaussians, quality and efficiency further
improve through differentiable rasterization during training. However, the distri-
bution itself is not optimized by rasterization alone. Hence, Adaptive Density
Control (ADC) [22] significantly affects reconstruction fidelity and model com-
pactness, motivating studies on densification and primitive management.

The criterion for ADC relies on the aggregation of positional gradients over the
training iteration, and most subsequent ADC methods have focused on improving
how to utilize the positional gradients. Pixel-GS [49] uses pixel coverage and depth
to prioritize Gaussian refinement in perceptually salient regions. AbsGS [44]
uses homodirectional gradients, and addresses gradient cancellation. DC4GS [20]
integrates directional coherence of the positional gradients into ADC. Similarly,
the identification of persistent multiview errors better distributes Gaussians,
mitigating over-reconstruction artifacts [37,43].

The photometric gradients and heuristics effectively guide ADC for higher
reconstruction quality. However, the positional gradients measure the benefit of
moving a primitive under the current photometric objective, and can therefore
remain small when a primitive center is locally stationary, even if its screen-space
support still blends multiple distinct local patterns. Furthermore, since gradients
are aggregated over a long training period, they are specialized for strong localized
signals and may miss significant degradations when coarse primitives are not likely
to move during learning. In such cases, illumination patterns may still reflect
fine-grained structures arising from surface relief, visibility changes, and distinct
objects, even in the absence of explicit geometric guidance. These observations
motivate us to use lightness and dark-channel patterns as complementary cues
for densification in geometrically complex regions.
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Fig. 2: Overview of our Illumination Cue-Driven Densification for 3DGS (ICGS). During
training, we first construct the achromatic lightness cue (a; as a multi-scale contrast
based on the center-surround operation) and dark-channel cue (b; with morphological
closing and black top-hat transform). Their statistics are summarized in terms of
histogram entropy (c), and the discrepancy from GT (d) is used for densification and
birth opacity stabilization (e) in the standard 3DGS pipeline.

3 ICGS: Illumination Cue-Driven Densification for 3DGS

The key idea of ICGS is to exploit illumination cues to enhance densification in
3DGS by leveraging implicit image-space effects of unknown scene geometries.
To this end, we derive two complementary cues: achromatic lightness for broad
multi-scale achromatic variations and localized dark channel for localized dark
attenuation such as crevices, contact shadows, and shadowed gaps.

We transform the raw lightness and dark channels into more structural
responses (i.e., lightness and dark-channel cues), and summarize their distribu-
tions using entropy. The resulting illumination discrepancy between the GT and
rendered images is used for densification. We further stabilize the process by
controlling the birth opacity of newly inserted Gaussians according to discrep-
ancy strength and by scheduling the split/clone scale threshold. The overview of
ICGS is shown in Fig. 2. We first explain the rationale behind using illumination
patterns as structural cues, and then describe how these cues are constructed
and integrated into the densification pipeline.

3.1 Rationale: Illumination Patterns as Structural Cues

Regions exhibiting achromatic intensity loss, such as dark shading and shadow
patterns, often coincide with geometrically complex structures that are susceptible
to under-densified Gaussian representations, making them effective cues for
densification. This intuition is consistent with the rendering equation [21, 34],
where the visibility term V produces localized radiance attenuation around surface
relief, occlusions, contact regions, and narrow gaps. When an occluding structure
is under-represented, its effective attenuation may be underestimated, weakening
the corresponding intensity attenuation in the rendered image.
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Fig. 3: Visualization of complementary illumination cue responses. The lightness re-
sponse captures broader multi-scale achromatic variations, while the localized dark-
channel response emphasizes localized dark attenuation. The responses are complemen-
tary rather than disjoint, and each map is independently normalized for visualization.

Although 3DGS does not explicitly evaluate this equation, it learns a finite
Gaussian expansion of the resulting radiance field

LGS ≈ ΠFN
(LGT) , (1)

where FN denotes the function space represented by a finite set of Gaussian
primitives and Π is a projection operator. An under-densified representation can
be viewed as a heavily constrained Gaussian expansion, yielding a predominantly
low-frequency approximation. Since visibility-induced attenuation is spatially
localized and often contrasts with neighboring unattenuated regions, broad
Gaussian supports may average these distinct appearances and wash out localized
darkness. Consequently, under-densification cannot faithfully reproduce localized
achromatic intensity-loss patterns induced by visibility, leading to noticeable
structural discrepancies in the rendered image.

The discrepancy of these patterns from the GT can serve as an image-space
structural cue for identifying under-densified regions. To this end, we introduce
two complementary illumination cues that characterize the spatial distribution of
achromatic intensity patterns. The achromatic lightness cue captures multi-scale
achromatic variations, while the localized dark-channel cue emphasizes spatially
localized dark attenuation, such as thin gaps, crevices, contact shadows, and
shadowed occlusions (Fig. 3). Rather than measuring the attenuation itself, we
analyze its distribution to reveal under-densified regions where such structures
become simplified or disappear. These cues may also respond to non-geometric
factors such as texture and exposure, which likewise require sufficient primitives.

3.2 Illumination Cue Construction

We now describe how to construct the two illumination cues from an RGB image.
Given an image, we first extract achromatic lightness and a localized dark channel,
and then convert each raw channel into a response (we refer to these as cues)
that emphasizes the intended illumination pattern. The lightness cue captures
broad achromatic variations associated with surface relief and orientation, while
the localized dark-channel cue adapts the dark channel prior [15] to emphasize
spatially confined dark attenuation.

Achromatic Lightness Cue As previously discussed, shading and shadows
are reflected primarily in achromatic intensity rather than chromatic variation.
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Fig. 4: Detection of localized dark-channel attenuation. Given the raw dark channel,
we first morphologically close it and derive the black top-hat response; see the 1-
D heightfield profile. The resulting response effectively detects thin occlusion-driven
structures and shadows, while excluding broad dark areas in the detection.

To this end, we may adopt (physical) luminance, but instead, adopt lightness
to drive the measure to emphasize perceptual intensity. Given an RGB image
I ∈ [0, 1]H×W×3, we convert it to the CIE L∗a∗b∗ space [7] and extract the
normalized lightness L(x) = L∗(x)

100 ∈ [0, 1].
What we actually need to extract is the presence of distinct surfaces or objects

that require denser primitive allocation, or their structural complexities. Hence,
we transform the raw lightness to its local contrast, which suppresses global or
broad-area low-frequency illumination effects. In order to capture such a local
contrast, we apply the multi-scale center-surround operation [19,27] on L, which
is common in finding per-feature conspicuity in a saliency map.

We follow the conventional center-surround, which can be defined as follows.
Let Bσ(·) denote a smoothing filter at scale σ and build a blurred pyramid {Pℓ}Mℓ=0:
P0 = L,Pℓ = Bσℓ

(L), where σℓ = 2ℓ−1 and ℓ ∈ {1, . . . ,M}. Using center levels I
and level gaps G with d ≥ 2, we define P = {(ℓ, d) | ℓ ∈ I, d ∈ G, ℓ + d ≤ M}.
Then, the local lightness cue RL is defined as the average absolute difference over
non-adjacent pairs:

RL(x) =
1

|P|
∑

(ℓ,d)∈P |Pℓ(x)− Pℓ+d(x)| . (2)

In our implementation, we used M=4, I={0, 1, 2}, G={2, 3}, and |P|=5.

Localized Dark-Channel Cue Whereas RL is designed to be effective for broad
multi-scale achromatic variations, extremely thin and spatially sparse structures
(e.g ., crevices, tiny gaps, and contact shadows) may be less selectively isolated by
the center-surround response. To capture such occlusion-driven patterns as well,
we introduce an alternative complementary cue inspired by the dark channel
prior [15]. The dark channel is defined as the darkest color channel at each pixel;
i.e., D(x) = minc∈{R,G,B} Ic(x), where I is a color image. The dark channel is
known to be effective at capturing strong attenuation patterns from occlusion
and surface contact in natural objects [15].

To isolate localized attenuation patterns from broad dark regions without
blur, we propose an effective transformation to the dark-channel cue RD using a
black top-hat transform based on morphological closing:

RD(x) = Ck(D)(x)−D(x), (3)
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Fig. 5: Visualization of the illumination-discrepancy map from local cue statistics.

where Ck(·) denotes morphological closing with kernel size k. The closing forms a
local upper-envelope baseline that fills small dark holes, so Ck(D)−D highlights
only spatially localized strong dips below this baseline (see Fig. 4). We then apply
a per-image normalization to RD to be consistent across scenes and views; see
the supplementary material for further implementation details.

3.3 Local Structural Statistics and Fusion

The cues RL and RD are derived as pixel-wise maps. However, our objective is
not to match a response per pixel, but to estimate whether a region exhibits an
illumination structure that correlates with structural complexity. To this end, we
summarize each cue by its distribution using a histogram in a local neighborhood,
which is also robust to small spatial shifts. For a more compact response, we
again quantify them with entropy.

Given a response/cue map R(·) ∈ [0, 1] and a local window Ωx of size K ×K,
we quantize the values into B bins and compute the histogram pb(x) over Ωx. A
region with heterogeneous illumination responses yields high entropy, whereas a
uniform response yields low entropy, making entropy a compact measure of local
structural complexity. Then, we define the normalized Shannon entropy as:

H(R)(x) = −
B∑

b=1

pb(x) log
(
pb(x) + ϵ

)
, H̃(R)(x) =

H(R)(x)

logB
. (4)

The per-cue entropies of RL and RD are:

TL(x) = H̃(RL)(x), TD(x) = H̃(RD)(x). (5)

Their effects are combined using λ ∈ (0, 1) to scale the lightness contribution
relative to the dark-channel cue, and their fusion is defined as:

T (x) = max
(
λ TL(x), TD(x)

)
. (6)

We use max-fusion to avoid diluting sparse but important dark-channel cues
captured by TD. Unless stated otherwise, we use λ = 0.5.

3.4 Structural Discrepancy and Primitive-Level Attribution

We compute the fused entropy statistic for both the GT and rendered images,
yielding Tgt(x) and Tr(x), respectively. Given the statistic T (x), we define the
illumination-discrepancy map as

∆(x) = max(Tgt(x)− Tr(x), 0). (7)
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Fig. 6: Gaussian-level error attribution and temporal accumulation. (a) Pixel-wise
discrepancy is distributed to contributing Gaussians using their rendering contribution
weights. (b) The per-view Gaussian discrepancy scores are accumulated over a densifi-
cation interval to be used for stable densification and birth opacity stabilization.

We use the positive difference because densification targets regions where struc-
tures present in GT are weakened or missing in rendering. This discrepancy
captures under-represented rendering and is used for densification; see Fig. 5.

Since the discrepancy is defined in image space, we attribute it to individual
Gaussians according to their rendering contributions, similarly to prior work [37];
see Fig. 6(a) for illustration. Under the composition model of 3DGS, a rendered
pixel is formed by front-to-back alpha compositing. The contribution of Gaussian
i to pixel x is given by its transmittance-opacity product Ti(x)αi(x), with αi(x)
denoting the opacity and Ti(x) the remaining transmittance when Gaussian i is
composited. We then compute the per-view Gaussian discrepancy score as

ei =
∑

x∈Ωi
Ti(x)αi(x)∆(x), (8)

where Ωi denotes the projected support of Gaussian i.
Following the scheduling of the standard ADC, we accumulate the per-view

discrepancy over each densification interval; see Fig. 6(b). We aggregate ei across
views observed within the interval:

ēi =
1

Nerr
i +ϵ

∑
t ei(t), (9)

where N err
i is the number of views in which Gaussian i is observed during the

interval and ϵ ensures numerical stability. To ensure subsequent densification
begins without residual influence, we reset ēi after each densification step.

3.5 Densification and Stabilization

We now incorporate the accumulated discrepancy into ADC by augmenting
standard candidates with our discrepancy-ranked candidates. To further stabilize
densification for higher quality and fewer primitives, we introduce conservative
birth opacities and progressive coarse-to-fine refinement.

Illumination Cue-Driven Densification We use the accumulated discrepancy
ēi to augment the densification candidates. Standard ADC selects candidates
using accumulated view-space position gradients, but weak gradients can still
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Fig. 7: Candidate primitives for densification (at 12k iterations). Our discrepancy map
activates under-densified primitives, while the standard ADC misses most of them.

appear in under-densified regions where fine illumination structures are missing.
To capture such cases, we keep the standard ADC candidates B and add a
discrepancy-ranked candidate set D selected by ēi:

|D| = ⌊η|B|⌉ , S = B ∪ D, (10)

where η controls the relative budget of the discrepancy-ranked candidates.
Fig. 7 shows that our discrepancy highlights under-densified primitives and

regions even when positional gradients are weak, especially in low-gradient but
structurally complex regions such as grass.

Illumination-Guided Birth Opacity Stabilization While ICGS encourages
densification in under-reconstructed regions, newly created Gaussians inheriting
the parent opacity unchanged can abruptly increase local visibility under alpha
compositing. We therefore assign these primitives conservative initial opacities.

Given the parent opacity αi, we compute a visibility-conserving base opacity
and attenuate it by the normalized discrepancy strength ci:

αb
i = 1− (1− αi)

1/Ni , αnew
i = αb

i (1− κoci), (11)

where Ni denotes the effective sharing factor for the birth event (e.g ., the number
of split children, or the parent-child pair in cloning), ci ∈ [0, 1] is the rank-
normalized discrepancy of the selected primitive, and κo is a small attenuation
coefficient. We use κo = 0.1. A higher ci yields a more conservative birth opacity,
preventing high-discrepancy insertions from dominating initially.

Scale Threshold Scheduling We also introduce Scale Threshold Scheduling
(STS), which progressively adjusts the scale threshold used to decide whether a
Gaussian should be split or cloned. In standard 3DGS densification, a Gaussian
with maximum scale si is split if si > ρR, and cloned otherwise, where R denotes
the scene extent and ρ is a fixed scale-threshold coefficient. However, this fixed
criterion does not reflect the different granularities needed for early structural
formation and late fine-scale refinement. STS replaces the fixed coefficient with a
time-dependent one:

τs(t) = ρ(t)R. (12)
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By gradually decreasing ρ(t), STS restricts splitting to sufficiently large primitives
in early iterations and relaxes the threshold for finer refinement in later iterations
(see the supplementary material for implementation details). Although STS does
not directly use the illumination discrepancy signal, it complements ICD by
controlling the split/clone type of the additionally selected primitives.

4 Experiments

4.1 Experimental Setup

Datasets and Metrics. We evaluate ICGS on three real-world benchmarks: Mip-
NeRF 360 [3], Tanks&Temples [24], and Deep Blending [16]. We quantitatively
assess the reconstruction quality using three standard metrics: Peak Signal-to-
Noise Ratio (PSNR), Structural Similarity Index Measure (SSIM) [42], and
Learned Perceptual Image Patch Similarity (LPIPS) [48].

Implementation Details. Our framework can be easily plugged into the ADC
of the existing 3DGS frameworks. We integrated our ICGS into the official
codebases of 3DGS [22], Mip-Splatting [46], Pixel-GS [49], and AbsGS [44]. We
followed the standard training pipeline and trained our model for a total of 30,000
iterations. Specifically, we used pre-downsampled images following the standard
3DGS protocol to ensure fair within-paper comparisons across all baselines. All
experiments were conducted on a single NVIDIA RTX A6000 GPU (48 GB) for
both training and evaluation. For the entropy statistics, we used a local window
size of K = 15 and B = 32 histogram bins. For the discrepancy candidate budget,
we used η = 0.50 for 3DGS and Mip-Splatting, and η = 0.25 for Pixel-GS and
AbsGS, as the latter backbones perform more aggressive densification and a
smaller budget prevents over-densification.

4.2 Results

We compare our method against the standard 3DGS [22] and its variant for
anti-aliasing, Mip-Splatting [46]. We further included the state-of-the-art density
control and refinement methods: Pixel-GS [49], AbsGS [44], LPM [43], and
DC4GS [20]. For all the baseline methods, we reproduce them using their official
implementations under the same experimental configurations.

Quantitative Results. Table 1 reports reconstruction quality and compactness.
Across all backbones, integrating ICGS consistently improves all quality metrics
over the corresponding baseline while reducing primitive counts and memory
footprints. Notably, ICGS achieves the best overall quality on Mip-NeRF360
with Pixel-GS, the best PSNR on Tanks&Temples with 3DGS, and the best
PSNR/SSIM on Deep Blending with 3DGS, while reducing the primitive count
by up to 34.8%. These results show that illumination discrepancy complements
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Table 1: Quality and compactness comparison of prior studies and our integrations.
The results are obtained from our reproductions under the same settings. The best ,
second-best , and third-best results are colored in red, orange, and yellow.

Method Mip-NeRF360 Tanks&Temples Deep Blending

PSNR ↑ SSIM ↑ LPIPS ↓ Prim. ↓ Mem. ↓ PSNR ↑ SSIM ↑ LPIPS ↓ Prim. ↓ Mem. ↓ PSNR ↑ SSIM ↑ LPIPS ↓ Prim. ↓ Mem. ↓

3DGS [22] 27.414 0.813 0.219 3350K 792MB 23.655 0.844 0.180 1893K 447MB 29.394 0.899 0.248 2833K 670MB
Mip-Splatting [46] 27.558 0.816 0.217 3271K 786MB 23.963 0.852 0.176 1864K 448MB 29.599 0.904 0.244 2961K 711MB
Pixel-GS [49] 27.537 0.822 0.191 5622K 1.32GB 23.759 0.853 0.151 4598K 1.08GB 28.812 0.892 0.253 4623K 1.09GB
AbsGS [44] 27.505 0.819 0.191 3149K 744MB 23.636 0.852 0.163 1332K 315MB 29.500 0.900 0.238 1961K 463MB
LPM [43] 27.590 0.820 0.213 3426K 810MB 23.879 0.847 0.184 1824K 431MB 29.483 0.901 0.245 2525K 597MB
DC4GS [20] 27.517 0.815 0.217 2956K 699MB 23.777 0.846 0.179 1704K 403MB 29.562 0.901 0.246 2640K 624MB

ICGS+3DGS 27.742 0.827 0.188 2718K 642MB 24.203 0.861 0.151 1386K 327MB 30.012 0.911 0.232 1899K 449MB
ICGS+Mip-Splat. 27.732 0.828 0.188 2934K 705MB 24.145 0.863 0.152 1524K 366MB 29.908 0.910 0.232 2017K 484MB
ICGS+Pixel-GS 27.769 0.829 0.178 4373K 1.03GB 24.110 0.864 0.136 3091K 731MB 29.852 0.907 0.231 3016K 713MB
ICGS+AbsGS 27.656 0.826 0.185 3032K 717MB 24.015 0.861 0.150 1294K 306MB 29.771 0.907 0.234 1775K 419MB

GT3DGS Pixel-GS Ours (+3DGS) Ours (+Pixel-GS)

Fig. 8: Visual comparison of the selected previous methods and our ICGS (here,
integrations to the standard 3DGS and Pixel-GS). The scenes, from top to bottom, are:
Bicycle, Bonsai, Garden, Stump, and Treehill from the Mip-NeRF360, Train from the
Tanks&Temples, and Dr. Johnson from the Deep Blending.


