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6 Additional Experimental Results

6.1 Per-Scene Quantitative Comparison

We further analyze per-scene reconstruction performance on Mip-NeRF360. Ta-
bles 4–7 report the scene-wise PSNR, SSIM, LPIPS, and primitive counts for prior
studies and selected integrations of our method. Similar results for Tanks&Temples
and Deep Blending are summarized in Tables 8 and 9. These comparisons com-
plement the dataset-level averages in the main paper by showing whether im-
provements are consistent across scenes rather than dominated by a few favorable
cases.

Across Mip-NeRF360, ICGS integrations consistently perform well across all
three quality metrics. An ICGS integration attains the best or tied-best PSNR
on seven of nine scenes and the best SSIM on all nine, while ICGS+Pixel-GS
achieves the lowest LPIPS throughout. The best-performing integration varies
across scenes, indicating that the proposed illumination cues complement different
ADC backbones rather than relying on a particular densification scheme.

This trend extends to Tanks&Temples and Deep Blending. Across the four
scenes, an ICGS integration achieves the best PSNR and SSIM in every case, while
ICGS+Pixel-GS consistently yields the lowest LPIPS. These results demonstrate
that the proposed densification strategy generalizes across datasets and diverse
scene characteristics.

ICGS also provides a favorable quality–compactness trade-off. Relative to each
backbone, it uses fewer primitives in 50 of the 52 scene–backbone comparisons
reported in Tables 7, 8, and 9, and an ICGS integration is the most compact
method on 12 of the 13 evaluated scenes. In particular, ICGS+Pixel-GS improves
PSNR, SSIM, and LPIPS while reducing the primitive count relative to Pixel-
GS on every scene. Thus, the quality gains arise from more selective primitive
allocation rather than simply increasing the number of primitives.
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Table 4: Quantitative comparison on Mip-NeRF360 scenes (PSNR in dB ↑) for the prior
studies and the selected integrations of ours. The best , second-best , and third-best
results are colored in red, orange, and yellow.

Model bicycle bonsai counter flowers garden kitchen room stump treehill

3DGS [22] 25.133 32.169 29.004 21.424 27.244 31.326 31.387 26.549 22.493
Mip-Splatting [46] 25.277 32.271 29.104 21.551 27.434 31.541 31.623 26.567 22.652
Pixel-GS [49] 25.232 32.519 29.165 21.521 27.337 31.659 31.468 26.815 22.120
AbsGS [44] 25.241 32.353 29.110 21.186 27.570 31.810 31.668 26.632 21.973
LPM [43] 25.454 32.100 29.026 21.791 27.360 31.554 31.494 26.904 22.622
DC4GS [20] 25.261 32.188 28.979 21.569 27.309 31.475 31.745 26.597 22.531

ICGS+3DGS 25.569 32.520 29.271 21.431 27.711 31.985 31.906 26.974 22.314
ICGS+Mip-Splat. 25.568 32.513 29.331 21.519 27.789 31.830 31.928 26.755 22.355
ICGS+Pixel-GS 25.520 32.690 29.296 21.562 27.675 32.013 31.992 26.975 22.203
ICGS+AbsGS 25.455 32.478 29.223 21.299 27.658 31.936 32.032 26.957 21.868

Table 5: Quantitative comparison on Mip-NeRF360 scenes (SSIM ↑) for the prior
studies and the selected integrations of ours. The best , second-best , and third-best
results are colored in red, orange, and yellow.

Model bicycle bonsai counter flowers garden kitchen room stump treehill

3DGS [22] 0.760 0.940 0.906 0.602 0.862 0.926 0.918 0.769 0.631
Mip-Splatting [46] 0.766 0.942 0.909 0.606 0.868 0.928 0.921 0.772 0.636
Pixel-GS [49] 0.776 0.945 0.912 0.634 0.866 0.929 0.921 0.784 0.632
AbsGS [44] 0.780 0.945 0.912 0.617 0.871 0.930 0.925 0.775 0.613
LPM [43] 0.783 0.939 0.907 0.619 0.866 0.928 0.921 0.792 0.629
DC4GS [20] 0.767 0.940 0.906 0.606 0.863 0.926 0.919 0.773 0.634

ICGS+3DGS 0.792 0.946 0.915 0.629 0.875 0.932 0.927 0.793 0.638
ICGS+Mip-Splat. 0.792 0.946 0.915 0.631 0.877 0.931 0.926 0.791 0.639
ICGS+Pixel-GS 0.792 0.948 0.917 0.642 0.875 0.933 0.929 0.796 0.634
ICGS+AbsGS 0.791 0.947 0.915 0.629 0.874 0.931 0.927 0.793 0.624

Table 6: Quantitative comparison on Mip-NeRF360 scenes (LPIPS ↓) for the prior
studies and the selected integrations of ours. The best , second-best , and third-best
results are colored in red, orange, and yellow.

Model bicycle bonsai counter flowers garden kitchen room stump treehill

3DGS [22] 0.215 0.205 0.202 0.341 0.109 0.127 0.220 0.219 0.329
Mip-Splatting [46] 0.214 0.204 0.199 0.340 0.109 0.125 0.217 0.218 0.328
Pixel-GS [49] 0.182 0.193 0.184 0.261 0.100 0.120 0.211 0.187 0.279
AbsGS [44] 0.173 0.189 0.187 0.271 0.099 0.121 0.200 0.198 0.280
LPM [43] 0.188 0.207 0.201 0.325 0.106 0.124 0.211 0.203 0.350
DC4GS [20] 0.210 0.206 0.203 0.337 0.109 0.127 0.219 0.216 0.331

ICGS+3DGS 0.168 0.188 0.184 0.273 0.095 0.118 0.200 0.185 0.275
ICGS+Mip-Splat. 0.168 0.188 0.184 0.275 0.095 0.118 0.200 0.187 0.275
ICGS+Pixel-GS 0.162 0.184 0.177 0.243 0.092 0.115 0.196 0.176 0.254
ICGS+AbsGS 0.164 0.185 0.183 0.263 0.096 0.119 0.197 0.186 0.268
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Table 7: Number of primitives used in the Mip-NeRF360 scenes for the prior studies
and the selected integrations of ours. The best , second-best , and third-best results
are colored in red, orange, and yellow.

Model bicycle bonsai counter flowers garden kitchen room stump treehill

3DGS [22] 6056K 1285K 1226K 3618K 5694K 1839K 1592K 4895K 3944K
Mip-Splatting [46] 6197K 1318K 1254K 3543K 4901K 1860K 1660K 5014K 3687K
Pixel-GS [49] 9028K 2102K 2603K 7517K 8574K 3180K 2588K 6610K 8396K
AbsGS [44] 6051K 1045K 970K 3886K 3790K 1243K 1471K 4845K 5037K
LPM [43] 5995K 1378K 1164K 3944K 5567K 1718K 1642K 5301K 4124K
DC4GS [20] 5296K 1124K 1113K 3359K 5248K 1684K 1408K 3929K 3445K

ICGS+3DGS 4825K 1053K 1009K 2983K 4229K 1439K 1243K 4250K 3430K
ICGS+Mip-Splat. 5379K 1100K 1049K 3001K 4360K 1640K 1308K 5034K 3534K
ICGS+Pixel-GS 6857K 1676K 1767K 6250K 6238K 2128K 1946K 5769K 6730K
ICGS+AbsGS 5620K 1038K 897K 3789K 3784K 1073K 1265K 4772K 5052K

Table 8: Quantitative comparison on Tanks&Temples scenes (Train and Truck) for
the prior studies and the selected integrations of ours. The reported metrics include
PSNR, SSIM, LPIPS, and the number of primitives (Prim.). The best , second-best ,
and third-best results are colored in red, orange, and yellow.

Method Train Truck

PSNR ↑ SSIM ↑ LPIPS ↓ Prim. PSNR ↑ SSIM ↑ LPIPS ↓ Prim.

3DGS [22] 21.842 0.810 0.210 1099K 25.469 0.878 0.149 2687K
Mip-Splatting [46] 22.205 0.819 0.205 1152K 25.721 0.886 0.147 2576K
Pixel-GS [49] 21.993 0.824 0.180 3857K 25.526 0.883 0.122 5338K
AbsGS [44] 21.580 0.818 0.193 1008K 25.693 0.887 0.132 1657K
LPM [43] 22.040 0.816 0.210 1041K 25.718 0.878 0.157 2606K
DC4GS [20] 21.919 0.811 0.212 1047K 25.635 0.880 0.147 2363K

ICGS+3DGS 22.478 0.831 0.186 927K 25.928 0.892 0.115 1845K
ICGS+Mip-Splat. 22.345 0.831 0.188 989K 25.944 0.894 0.116 2059K
ICGS+Pixel-GS 22.369 0.837 0.167 2753K 25.852 0.892 0.104 3428K
ICGS+AbsGS 22.201 0.831 0.183 965K 25.829 0.891 0.117 1622K

Table 9: Quantitative comparison on Deep Blending scenes (Dr. Johnson and Playroom)
for the prior studies and the selected integrations of ours. The reported metrics include
PSNR, SSIM, LPIPS, and the number of primitives (Prim.). The best , second-best ,
and third-best results are colored in red, orange, and yellow.

Method Dr. Johnson Playroom

PSNR ↑ SSIM ↑ LPIPS ↓ Prim. PSNR ↑ SSIM ↑ LPIPS ↓ Prim.

3DGS [22] 29.042 0.898 0.247 3321K 29.746 0.900 0.249 2345K
Mip-Splatting [46] 29.027 0.900 0.244 3590K 30.171 0.908 0.243 2332K
Pixel-GS [49] 27.911 0.884 0.260 5491K 29.713 0.899 0.245 3754K
AbsGS [44] 29.048 0.896 0.242 2455K 29.953 0.905 0.233 1467K
LPM [43] 29.037 0.900 0.247 2835K 29.929 0.903 0.244 2215K
DC4GS [20] 29.153 0.899 0.246 3147K 29.972 0.903 0.246 2134K

ICGS+3DGS 29.717 0.909 0.230 2302K 30.307 0.912 0.233 1495K
ICGS+Mip-Splat. 29.539 0.909 0.230 2453K 30.278 0.911 0.234 1581K
ICGS+Pixel-GS 29.486 0.905 0.229 3789K 30.219 0.910 0.232 2244K
ICGS+AbsGS 29.492 0.904 0.232 2260K 30.050 0.909 0.235 1291K
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Table 10: Training time and per-frame rendering time (ms) comparison of the prior
studies and the selected integrations of ours on the Mip-NeRF360, Tanks&Temples,
and Deep Blending datasets.

Method Mip-NeRF360 Tanks&Temples Deep Blending

Training Rendering Training Rendering Training Rendering

3DGS [22] 35m 10.472 20m 7.870 31m 9.646
Mip-Splatting [46] 40m 12.053 23m 8.743 36m 11.044
Pixel-GS [49] 50m 17.163 36m 15.212 42m 14.271
AbsGS [44] 39m 9.975 18m 6.175 28m 7.353
LPM [43] 39m 10.702 19m 7.143 31m 9.090
DC4GS [20] 50m 9.836 28m 7.518 48m 9.023

ICGS+3DGS 46m 10.579 24m 6.697 39m 7.455
ICGS+Mip-Splat. 51m 11.942 27m 7.369 42m 8.173
ICGS+Pixel-GS 56m 14.178 34m 11.283 46m 9.308
ICGS+AbsGS 40m 8.231 19m 4.677 30m 5.039

Table 11: Runtime breakdown of the additional cue-processing and discrepancy com-
putations in ICGS. The timings are measured using ICGS+3DGS.

Component Average time (ms)

Mip-NeRF360 Tanks&Temples Deep Blending

Achromatic lightness cue RL 2.372 1.243 2.023
Localized dark-channel cue RD 0.639 0.600 0.609
Cue response normalization 0.748 0.520 0.653
Lightness statistic TL 14.891 6.691 12.863
Dark-channel statistic TD 15.006 6.687 12.910
Fusion T 0.059 0.047 0.052
Illumination discrepancy ∆ 0.053 0.043 0.045
Discrepancy attribution/accumulation 1.118 0.918 0.846

6.2 Runtime and Overhead Analysis

Table 10 reports the training time and per-frame rendering time across the three
datasets. Since ICGS evaluates illumination cues and local histogram statistics
during ADC, it generally increases training time relative to the corresponding
backbone. This additional cost mainly comes from constructing the lightness
and localized dark-channel responses, computing their local entropy statistics,
and accumulating the resulting discrepancy scores for densification. Importantly,
these operations are used only to guide primitive allocation during training. Thus,
the overhead is confined to training, as ICGS does not introduce an additional
inference network, cue extractor, or rendering operation after optimization.

The rendering cost remains comparable to or lower than that of the corre-
sponding backbone. In 11 of the 12 backbone–dataset comparisons, ICGS reduces
the per-frame rendering time, with the only exception being a marginal increase
for ICGS+3DGS on Mip-NeRF360. This behavior is consistent with the reduced
primitive counts reported in the per-scene analyses, since more selective primitive
allocation often reduces the number of primitives to be splatted at inference
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time. In other words, although ICGS performs extra analysis during training, it
can produce a more compact optimized representation, which directly benefits
rendering efficiency.

Overall, ICGS trades a moderate training-time overhead for improved recon-
struction quality and comparable or faster rendering. This trade-off is favorable
because training is performed offline, whereas rendering efficiency directly affects
test-time deployment and interactive use. These results support the practicality
of ICGS as a plug-in ADC refinement: the additional computation is incurred
only during training, while the optimized representation can be rendered with
the original backbone renderer without extra inference modules.

Table 11 further breaks down the additional training-time computations of
ICGS+3DGS. The reported values are per-call GPU times, profiled every 100
training iterations, rather than average per-iteration costs. The local entropy
statistics dominate the overhead, while the remaining cue construction, fusion,
discrepancy, and attribution steps are relatively lightweight.

6.3 Qualitative Visual Comparison

Fig. 11–16 provide additional qualitative comparisons against recent 3DGS-based
methods, including 3DGS [22], Mip-Splatting [46], Pixel-GS [49], AbsGS [44],
LPM [43], and DC4GS [20]. Across all baselines, our method is visually closer to
the ground truth in regions containing high-frequency textures, thin structures,
low-contrast planar patterns, and depth discontinuities. A recurring failure mode
of competing methods is over-smoothing: fine foliage is averaged out, subtle panel
relief collapses into nearly flat shading, dark occluded regions lose their internal
structure, and repeated linear patterns such as chains or grilles become fused
or blurred. In contrast, our method preserves local contrast and edge placement
more faithfully, while avoiding the washed-out or muddy appearance frequently
observed in the compared methods.

Across all comparisons, our method shows the most consistent gains in
four cases. First, it better preserves fine natural textures such as foliage, grass,
bark, soil, and rough ground, which are often oversmoothed by prior methods.
Second, it more faithfully reconstructs thin and repetitive structures, reducing
the merging or thickening artifacts commonly observed in branches, bars, chains,
grilles, and frame boundaries. Third, it better retains weak planar structure and
subtle low-contrast shading, allowing surfaces such as doors, walls, and panels
to preserve their faint relief instead of collapsing into nearly uniform regions.
Fourth, it improves reconstruction near occlusion boundaries and difficult dark
or partially hidden areas, reducing boundary bleeding and recovering clearer
internal structure. Overall, these comparisons show that our method consistently
produces renderings closer to the GT across multiple backbones and datasets.
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Ground Truth3DGS Ours (+3DGS)

Fig. 11: Visual comparison of 3DGS and our ICGS (here, integrations to the standard
3DGS). The scenes, from top to bottom, are: Counter, Flowers, Kitchen, and Room
from the Mip-NeRF360 dataset, Truck from the Tanks&Temples, and Playroom from
the Deep Blending.
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Ours (+Mip-Splat.)Mip-Splatting Ours (+3DGS) Ground Truth

Fig. 12: Visual comparison of Mip-Splatting and our ICGS (here, integrations to
the standard 3DGS and Mip-Splatting). The scenes, from top to bottom, are: Bicy-
cle, Kitchen, Stump, and Treehill from the Mip-NeRF360 dataset, Truck from the
Tanks&Temples, and Playroom from the Deep Blending.


